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Abstract
We present a solution to the Sussex-Huawei Locomotion-
Transportation (SHL) recognition challenge (team “S304”).
Our experiments reveal two potential pitfalls in the evalu-
ation of activity recognition algorithms: 1) unnoticed over-
fitting due to autocorrelation (i.e. dependencies between
temporally close samples), and 2) the accuracy/generality
trade-off due to idealized conditions and lack of variation
in the data. We show that evaluation with a random train-
ing/test split suggests highly accurate recognition of eight
different travel activities with an average F1 score of 96%
for single-participant/fixed-position data, whereas with proper
backtesting the F1 score drops to 84%, for data of different
participants in the SHL Dataset to 61%, and for different
carrying positions to 54%. Our experiments demonstrate
that results achieved ‘in-the-lab’ can easily become sub-
ject to an upward bias and cannot always serve as reliable
indicators for the future performance ‘in-the-field’, where
generality and robustness are essential.
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Human factors

Introduction
The popularity of smartphones and the variety of sensors
they provide made them an attractive means to capture
and monitor the mobility behavior of individuals. A com-
mon approach is to use GPS tracks to reconstruct travel
activities based on travel speed and proximity to transporta-
tion infrastructure [12, 13, 1]. The fact that GPS tracking
can quickly drain the battery has directed research towards
recognition of travel activities using only low-power sensors
such as accelerometer, magnetometer and barometer. Ex-
isting approaches to sensor based Human Activity Recogni-
tion already yield good classification results, in particular for
modes of ‘active’ locomotion including walking, running and
riding a bicycle [10, 3, 11]. There are also several reports
of promising results for classification algorithms capable of
a more detailed distinction between motorized modes of
transportation such as Car, Bus, Train, and Subway. Exam-
ples are [5] with reported 80.1% accuracy for six different
transport modes, [7] with 82.14% accuracy for eight trans-
port modes, and [6] reporting 94.48% for seven transport
modes.

However, the experiments in this paper reveal important
pitfalls in the evaluation of transport mode classifiers in-the-
lab, i.e. when the data was collected in advance and later
split into subsets for classifier training and evaluation, re-
spectively. In real-world scenarios a detailed separation of
different modes is still an extremely challenging task, be-
cause the recorded smartphone sensor signals result not
only from transport mode, but from a multitude of additional
factors. Influence factors besides travel mode include indi-
vidual style of driving and locomotion (e.g. driving profile,
gait), the travel route (e.g. road class and pavement), the
particular type of vehicle, interactions with the smartphone

(gaming, texting, calls), and the phone carrying position.
Undiscovered over-fitting of activity classification to spuri-
ous correlations between the transport modes and other in-
fluence factors can heavily distort evaluation results. When
the data for classifier training and evaluation do not include
enough variation or are not truly independent, the evalu-
ation results will not reflect the true performance in future
situations in the field. In particular, the popular approach of
randomly splitting the data into subsets for classifier train-
ing and evaluation is problematic, because sensor time se-
ries are auto-correlated: temporally close time windows are
likely to share most of the factors generating the data. A
random train-test split will not yield independent data sets
and, consequently, renders the evaluation results meaning-
less.

We present and evaluate a solution to the Sussex-Huawei
Locomotion-Transportation (SHL) recognition challenge
(team “S304”). Similar to [9] we use a two-stage classifi-
cation algorithm: in the first stage a neural network com-
putes class posteriors for small time windows which are
transformed into emission probabilities of a Hidden Markov
Model in the second stage. The propose solution for the
challenge is a highly specialized travel mode classifier tai-
lored to recognize travel activities of a particular person
who carries the smartphone invariably in a pre-defined po-
sition. In order to overcome the problems with undiscov-
ered over-fitting, we evaluate our classification model by
backtesting, where the data samples are split into tempo-
rally disjoint past and future data sets. We demonstrate
the upward scoring bias of results achieved with a random
train/test split by comparing the average F1 score obtained
with the two methods. In addition, we test the classifier with
data of different participants and different carrying positions.
The results reveal that the classifier is over-fitted to charac-
teristic factors the test data has in common with the training



data and show that high classification accuracy can come
at the price of low generality.

In the following sections we describe

• the task of the SHL recognition challenge and the
data we used,

• data preprocessing and the features extracted for
transport mode recognition,

• details about the classification model, and

• results of an empirical performance evaluation.

SHL dataset and task description
For classifier training and evaluation we used the subset
of the Sussex-Huawei Locomotion Dataset [4] which was
publicly released for the SHL recognition challenge. The
dataset used in the SHL recognition challenge was col-
lected by a single person with a HUAWEI Mate 9 smart-
phone carried in the front right pocket. The data was recorded
with a specific Android application [2] and includes the
following sensors: 3D accelerometer, gyroscope, magne-
tometer, linear accelerometer, gravity, orientation, ambi-
ent air pressure. All sensors are sampled at 100Hz. The
dataset comprises 366 hours of sensor data of eight dif-
ferent activity classes: Car, Bus, Train, Subway, Walking,
Run, Bike, and Still. For the challenge the original sensor
time series were segmented into frames with 60 seconds
length. The data was split into 271 hours of training data
and 95 hours test data. The training data was released
along with the correct class labels and the temporal order-
ing of the frames. For the test data the order of the frames
was randomly permuted to remove any temporal depen-
dency among frames and the correct class labels were held

back for evaluation and selecting a winner. The classifica-
tion task is to produce for a single 60-second frame a vector
of 60 × 100 class labels, corresponding to the sensor sam-
pling frequency. Since the ordering of the frames of the test
data is unknown, the classifier has to process each frame
without using information from previous or following frames.

Feature Extraction
We use data of the following sensors as input to the classifi-
cation algorithm:

• 3D accelerometer with readings

acct = (acct,x, acct,y, acct,z)

, representing the accelerations along three axes x,
y, and z at time t;

• 3D gyroscope with readings

gyrt = (gyrt,x, gyrt,y, gyrt,z),

representing the rate of rotation around the three
axes at time t;

• 3D magnetometer with readings

magt = (magt,x,magt,y,magt,z),

representing the magnetic field strength at time t;

• barometric sensor with readings aapt representing
the ambient air pressure at time t.

From the 3D accelerometer, gyroscope, and magnetometer
time series we compute the magnitudes

|acct| =
√

acc2t,x + acc2t,y + acc2t,z,



|gyrt| =
√

gyr2t,x + gyr2t,y + gyr2t,z,

and
|magt| =

√
mag2

t,x + mag2
t,y + mag2

t,z.

Using the 3D accelerometer vector acct we detect events
where the device is subject to rotation or jolts (e.g. due to
user-interactions with the phone). Rotations are detected
by thresholding the variance of the acceleration vector mag-
nitude after applying a simple low-pass filter, and jolts are
detected by thresholding the variance of the unfiltered ac-
celeration signal. As described in [8], the gravity component
gt can be estimated by averaging the acceleration vectors
acct over the time interval between pairs of successive
rotation events. Estimating the gravity component allows
splitting the acceleration vector into the vertical component

vt =
(acct − gt)g

ᵀ
t

|gt|

and the horizontal component

ht = |acct − vtgt| .

We extract features fi from three-second sliding time win-
dows with one second overlap as follows: For each time
window we compute the minimum, maximum, mean, and
standard deviation of |acct|, |gyrt|, |magt|, and aapt, and
the mean value of vt and ht for each time window. We also
add a binary feature representing whether rotations or jolt
events were detected. We also compute the autocorrela-
tion function (ACF) for time lags from 10 milliseconds to 1
second, and use the number of ACF zero-crossings and the
time lag of the first zero-crossing as additional features.

Figure 1: Illustration of the classification procedure.

Classification
The proposed classification algorithm involves a micro-
scopic and a macroscopic stage. The microscopic stage
uses a neural network with a soft-max output layer to com-
pute a probability distribution over the travel modes given
the above described ‘local’ data features fi for each three-
second time window. The network has a single hidden layer
with 10 units and tanh-activation functions. As input for the
neural network we use vectors fw comprising the features
fi, the quadratic terms f2

i and the interaction terms fifj .



The macroscopic stage is a Hidden Markov Model using the
results of the microscopic stage as emission probabilities to
compute the final classification result. More formally, given
the feature vector fw of time window w, the neural network
estimates the conditional probability distribution P (cw|fw)
over the transport mode classes c. As shown in [9], an esti-
mate for the scaled emission probabilities

P (fw|cw)
P (fw)

can be obtained by dividing the output of the neural network
by the relative class frequencies in the training data. The
constant scaling factor P (fw) can be neglected, as it will
not change the classification result. The transition probabil-
ities P (cw|cw−1) can easily be estimated from the training
data. The most likely sequence for the 60 seconds frames
of the SHL recognition challenge dataset (c1, ..., c60) can
be computed by maximizing

argmax
(c1,...,c60)

P (c1|f1)
∏

w=2..60

P (fw|cw)P (cw|cw−1)

using the Viterbi algorithm. An illustration of the classifica-
tion procedure is shown in Figure 1.

Due to the window size (three second sliding window with
one second overlap) our classifier is limited to a resolution
of one second, while the desired output consists of 100
class labels per second. Therefore every class label in the
sequence is duplicated 100 times to obtain the final result
(c1,1, ..., c1,100, ..., c60,1, ..., c60,100) where ci,j = ci for all j.

Figure 2: Autocorrelation (a) and
partial autocorrelation (b) of the
variance of |acct| in the training
data for time lags of 1 to 30
minutes.

Results
For our experiments we use only the training dataset of the
SHL recognition challenge consisting of 271 hours of data,
which corresponds to 16260 frames of 60 seconds length.
We use 75% (12195 samples) for model training and 25%

(4065 samples) to evaluate the trained model. Hereafter,
we refer to the first data set as training data and to the latter
as test data. The metric used for evaluation is the F1 score
averaged over all eight transport mode classes:

F1 =
1

8

∑
i=1..8

2 · recalli · precisioni

recalli + precisioni

.

In our first experiment we use a random train-test split, i.e.
we select the training data randomly and use the rest of the
data for testing. Here the average F1-score of our classi-
fier is 91%. Using a more complex model with two hidden
layers, the first with 80 units and the second with 60 units,
the result improves to F1 =95.8%. Evaluation details are
given in Tables 1 and 2. However, these results are decep-
tive: Figure 2 shows the autocorrelation function (ACF) and
the partial ACF of the accelerometer variance |acct| in the
training data for time lags of 1 to 30 minutes. To compute
the ACF we ensured the correct temporal ordering of the
data frames. We selected the variance of |acct| as exem-
plary feature to demonstrate the feature autocorrelation
since the variance is typically a highly informative feature
and other features depend on the variance, e.g.: standard
deviation, ACF, zero crossing of the ACF. Neighboring data
frames are highly correlated, and even for a time lag of 20
minutes the correlation coefficient is still larger than 25%.
Considering these correlations, it becomes obvious that
randomly splitting the permuted data frames does not yield
independent data sets. As a consequence, over-fitting to
characteristics occurring in both the training data and the
test data cannot be detected.

In the next experiment we order the samples temporally
and backtest the classifier, using the first 75% as ‘past’
data for model training and last 25% as ‘future’ data to
test the trained model. In this setup the classifier achieves
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Still 13.9 0.0 0.0 0.1 0.1 0.1 0.2 0.1
Walk 0.2 12.7 0.0 0.1 0.0 0.0 0.0 0.0
Run 0.0 0.0 3.8 0.0 0.0 0.0 0.0 0.0
Bike 0.1 0.0 0.0 12.8 0.0 0.0 0.0 0.0
Car 0.4 0.0 0.0 0.0 14.2 0.6 0.1 0.0
Bus 0.2 0.0 0.0 0.0 1.2 11.6 0.3 0.0

Train 1.0 0.0 0.0 0.0 0.5 0.1 12.7 0.7
Subw. 0.2 0.0 0.0 0.0 0.0 0.0 2.9 8.6

Recall: 95.2 97.9 98.6 98.5 92.0 86.8 84.6 72.5
Precision: 86.6 98.8 99.9 97.6 88.8 93.0 78.0 90.2

F1: 90.7 98.4 99.2 98.1 90.4 89.8 81.2 80.4

F1: 91.0

Table 1: Evaluation with random train-test split: results of the
proposed classifier.
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Still 12.5 0.0 0.0 0.1 0.0 0.0 0.1 0.1
Walk 0.1 14.7 0.0 0.0 0.0 0.0 0.0 0.0
Run 0.0 0.0 4.4 0.0 0.0 0.0 0.0 0.0
Bike 0.1 0.0 0.0 12.9 0.0 0.0 0.0 0.0
Car 0.1 0.0 0.0 0.0 15.7 0.5 0.0 0.1
Bus 0.0 0.0 0.0 0.0 0.5 10.7 0.1 0.0

Train 0.0 0.0 0.0 0.0 0.1 0.1 14.6 0.5
Subw. 0.3 0.0 0.0 0.0 0.1 0.1 1.2 10.1

Recall: 97.1 99.1 99.6 99.5 95.1 94.4 95.1 85.8
Precision: 95.9 99.4 99.8 99.0 95.6 93.7 91.0 92.6

F1: 96.5 99.3 99.7 99.2 95.4 94.0 93.0 89.1

F1: 95.8

Table 2: Evaluation with random train-test split: results of a
classifier variant with additional hidden units.
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Still 13.4 0.1 0.0 0.1 0.3 0.0 0.5 0.2
Walk 0.2 10.5 0.0 0.0 0.0 0.0 0.0 0.1
Run 0.0 0.0 7.1 0.0 0.0 0.0 0.0 0.0
Bike 0.2 0.0 0.0 15.4 0.0 0.0 0.0 0.0
Car 0.0 0.0 0.0 0.0 0.7 0.4 0.0 0.0
Bus 0.4 0.0 0.0 0.0 2.3 11.0 0.1 0.0

Train 1.1 0.0 0.0 0.0 0.6 0.1 18.3 1.1
Subw. 0.5 0.0 0.0 0.0 0.0 0.0 2.7 12.4

Recall: 91.9 96.4 99.2 98.4 62.7 80.1 86.1 79.6
Precision: 85.0 98.3 99.6 99.0 19.0 95.1 84.9 89.5

F1: 88.3 97.4 99.4 98.7 29.1 87.0 85.5 84.3

F1: 83.7

Table 3: Backtesting results of the proposed classifier.

F1 =83.7% and scores markedly lower as compared to
evaluation with random train-test split. To analyze the vari-
ability of F1, we performed a 4-fold cross validation: we
repeated the experiment four times, each time using a dif-
ferent quarter of the data for testing. The mean value of
F1 over all four rounds is 85.7% with a standard deviation
of 1.8%. The backtesting results are detailed in Table 3,
and the results of the 4-fold cross-validation are given in
Table 4. Based on this experimental setup, we optimized
the hyperparameters of our classifier, including the num-
ber of hidden layers and hidden units of the neural network,
the learning rate and the number of training iterations. This
resulted in the network architecture we used for the submis-
sion to the challenge, with 10 units in a single hidden layer.
More complex models (additional hidden units, prolonged
training) did not improve the classification accuracy.

The complete SHL dataset contains data of three users
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Fold 1:

Rec.: 94.2 94.1 98.9 96.9 80.9 78.8 89.5 54.6
Prec.: 85.2 99.0 96.4 97.6 82.4 77.7 68.1 90.0

F1: 89.5 96.5 97.7 97.3 81.7 78.2 77.4 68.0

F1: 85.8

Fold 2:

Rec.: 95.9 93.3 99.2 98.8 77.8 63.9 81.8 72.9
Prec.: 84.8 98.5 97.8 93.8 75.8 90.4 64.0 83.9

F1: 90.0 95.8 98.5 96.2 76.8 74.9 71.8 78.0

F1: 85.2

Fold 3:

Rec.: 96.3 95.9 99.4 98.0 74.4 92.7 76.0 88.3
Prec.: 86.1 98.3 97.2 94.8 97.4 59.5 89.6 77.6

F1: 90.9 97.1 98.3 96.4 84.4 72.4 82.2 82.6

F1: 88.4

Fold 4:

Rec.: 91.9 96.4 99.2 98.4 62.7 80.1 86.1 79.6
Prec.: 85.0 98.3 99.6 99.0 19.0 95.1 84.9 89.5

F1: 88.3 97.4 99.4 98.7 29.1 87.0 85.5 84.3

F1: 83.7

Table 4: Results of a 4-fold cross-validation using data from
disjoint time periods for training and testing.
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User 1, Hips:

Rec.: 98.6 99.5 100.0 94.0 97.8 83.5 89.8 52.7
Prec.: 84.7 100.0 96.8 100.0 86.9 98.5 67.1 93.4

F1: 91.1 99.7 98.4 96.9 92.0 90.4 76.8 67.4

F1: 89.1

User 1, Hand/Torso/Bag:

Rec.: 74.6 27.0 69.8 83.3 45.6 72.4 78.5 42.0
Prec.: 72.4 99.5 98.5 35.2 54.7 58.2 61.0 80.6

F1: 73.5 42.5 81.7 49.4 49.7 64.5 68.6 55.2

F1: 60.7

User 2+3, Hips:

Rec.: 93.3 29.6 0.0 94.1 27.2 75.8 77.6 72.4
Prec.: 84.2 86.5 - 39.0 63.4 37.3 59.7 95.6

F1: 88.5 44.1 - 55.1 38.0 50.0 67.5 82.4

F1: 60.8

User 2+3, Hand/Torso/Bag:

Rec.: 90.2 27.4 39.8 31.2 40.4 70.4 78.6 76.1
Prec.: 82.8 95.7 49.8 19.6 49.7 33.5 68.5 78.8

F1: 86.3 42.6 44.2 24.1 44.6 45.4 73.2 77.5

F1: 54.7

Table 5: Results achieved with data of varying persons and phone
locations.



and four different smartphone locations (Hips, Bag, Hand,
and Torso), but the SHL recognition challenge used only
data of User 1 with the smartphone invariably worn in the
front right pocket (corresponding to Hips). These idealized
conditions reduce variability and allow for higher prediction
accuracy with an associated payoff in generality. To analyze
accuracy/generality trade-off, we compared the classifier
performance on different subsets of the SHL dataset. At
the time of writing, only a part of the complete SHL dataset
was available online. This preview dataset includes data
from three recording days of all three users and all four
phone locations. In total, the preview dataset comprises
227 hours of data (59 hours of annotated recordings for
each of the four phone locations). Using data of User 1
and location Hips, the classifier achieves an average F1-
score of F1 =89.1%, while using data of the same user
and activities but recorded at different locations results in
only F1 =60.7%. The classifier does not generalize well
to different persons: data from User 2 and User 3 yields
only F1 =60.8% when the phone location is Hips, and
F1 =54.7% for the phone locations Bag, Hand and Torso.
More detailed results of this experiment are given in Ta-
ble 5.

Computational resources
To train and evaluate the proposed classification algorithm,
we used a server with Intel Xeon CPU E5645 (24 cores,
2.5GHz) and 64GB RAM. GPU acceleration is not required.
In fact, all computations were performed single-threaded on
a single CPU core, and RAM memory was mostly used to
keep the training data in memory.

Conclusion
We presented a classifier combining a Neural Network and
a Hidden Markov Model as a solution to the Sussex-Huawei
Locomotion-Transportation (SHL) recognition challenge.

Our experiments also identified an important cause for dis-
torted evaluation results: undiscovered over-fitting due to
autocorrelation and lack of variation in the data. We demon-
strated that dependencies between temporally close sam-
ples can introduce a strong upward scoring bias when the
data is randomly split in subsets for training and testing,
and we showed how to avoid this problem with backtest-
ing. We also showed that classifiers can over-fit to influence
factors such as individual style of driving and locomotion,
or the phone carrying position. If the training data lacks
variation, the classifier will not be able to generalize, and
splitting a dataset into subsets for training and evaluation
often preserves similar characteristics in both subsets so
that over-fitting cannot be discovered. Therefore, the results
achieved ‘in-the-lab’ have to be interpreted with caution
and cannot always serve as reliable indicators for the future
performance ‘in-the-field’. The classifier trained via proper
backtesting cross validation recognizes eight different trans-
port modes of a single person and fixed phone location with
an average F1 score of 83.7%. In contrast, an overfitted
classifier with random sampling cross validation achieves
deceptive 95.8%.

The recognition results will for the testing dataset will be
presented in the summary paper of the challenge [14].
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