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Preface

This thesis is the result of studying for a PhD in Logistics and Operations Management

at the department of Business Decisions and Analytics at the University of Vienna, and

working at the AIT Austrian Institute of Technology, Austria's largest research and tech-

nology organization. The topic of the thesis is within the scope of health logistics. More

precisely, the research focuses on patient transportation, dealing with the academic prob-

lem formulation, but also facing real world issues by investigating dynamic and stochastic

aspects of the problem. Chapter 1 presents a general introduction, describes the problem

classi�cation and states which classes are investigated in this thesis. This thesis is or-

ganized in a cumulative way, which means that the main chapters correspond to articles

written during the PhD. Chapter 2 and Chapter 3 are published in scienti�c journals.

Chapter 4 is submitted for publication, and is currently undergoing the peer-reviewing

process. Each of the main chapters is self-contained, and can be understood by a reader

without knowing the content of the other chapters. In the preamble of each main chapter,

the contributions from all authors and the publication status of February 2021 is stated.

Chapter 5 summarizes the main contributions of this thesis and presents concluding re-

marks. May this thesis be useful for readers interested in this topic, and for future research

on related topics.

Ulrike Maria Ritzinger

Vienna, February 2021
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Chapter 1

Introduction

The health care and health logistics sector experience a strong growth in the last decades

and the research in this �eld is very wide. The increasing demand in health care is caused

by many factors, but one reason is the constantly increasing expectation of life. Due to

this development the costs for health care increase as well, for instance the costs for health

care in Austria was 11.2% of GDP in 2015 (Ballas et al. (2017)). A health care system

is an organization of resources and people that delivers health care services to people in

need, with the aim of the best possible health outcome and well being of patients, which

requires mainly a good planning. One sector in such a system is the health care logistics,

which is for example responsible for hospital logistics, pharmaceutical logistics, home care

services, logistics for medical products and patients as well.

In this thesis, we investigate one domain of the health logistic sector and focus on patient

transportation, which is mainly the transportation of elderly, disabled and ill persons.

The problem is motivated by the patient transportation tasks performed by the emer-

gency medical service Arbeiter-Samariter-Bund Österreich (ASBÖ), a non-governmental

organization and ambulance service provider in Austria. The Arbeiter-Samariter-Bund

(ASB) is one of seven ambulance service providers in Vienna and its �eet performed

214,884 operations with a mileage of 3.7 million kilometers in the year 2019 (ASBÖ

(2019)). The ambulance service is provided to patients, who call the medical service in

order to place a transport for either a transport from the home location to a medical

facility (outbound) or a transport from the medical facility, e.g. after a treatment, back

to their home location (inbound). Since patients experience already more di�cult living

conditions, it is important that the transports cause as little inconvenience as possible.

This is achieved by serving all patient requests within the desired time constraints, so

that patients can keep their appointments and long waiting time are avoided, and by

organizing trips as comfortable as possible, for example by avoiding long user ride times.

And from the operational point of view, costs for providing patient transports should be
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Figure 1.1: Classi�cation of VRPs based on the information availability and uncertainty.

kept as low as possible. The assignment of the patient requests to the vehicles is currently

done by a dispatcher by hand. In this thesis, optimization methods for vehicle dispatching

are investigated in order to support dispatchers with an optimized route plan for the �eet.

This problem class is called dial-a-ride problem (DARP) in the literature. Since not all

data is known in advance in such a system and historical data is available, the dynamic

and stochastic variant of the DARP is investigated as well.

The vehicle routing problem (VRP) is categorized based on the information availability

and uncertainty as introduced in Schorpp (2010) and utilized in Pillac et al. (2013), which

is also given for the DARP. Figure 1.1 depicts the four resulting categories and gives an

overview of those categories, which are investigated in this thesis:

Chapter 2: Solution approaches for the classic DARP are investigated in the �rst chap-

ter, which belongs to the category of static and deterministic problems. According to the

DARP formulation, we introduce a dynamic programming (DP) algorithm and demon-

strate the e�ective application of it in (hybrid) metaheuristic approaches. Compared to

most of the works presented in literature, this approach does not make use of any (com-

mercial) solver. First, an exact DP algorithm and a DP based heuristic, restricting the

considered solution space is developed. Then, a hybrid metaheuristic approach is pro-

posed which integrates the DP based algorithms into a large neighborhood framework.

The algorithms are tested on a given set of benchmark instances from the literature and

compared to a state-of-the-art hybrid large neighborhood search (LNS) approach.

Chapter 3: Since for the real world application the dynamic variant of the DARP

(DDARP) is considered and because of the availability of historical data, the research

question about the bene�t of incorporating possible future information into the solution

approach arises, we surveyed the literature of dynamic and stochastic VRPs (DSVRP).
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The DSVRP is a novel problem class, aiming at an appropriate handling of dynamic

events combined with the incorporation of stochastic information about possible future

events. This chapter summarizes recent literature in this area and besides the classi�cation

according to the available stochastic information, a new classi�cation based on the point in

time where substantial computational e�ort for determining decisions or decision policies

arises, is introduced. Furthermore, the di�erence in solution quality is analyzed between

approaches which consider either purely dynamic or stochastic problems compared to

those which consider both, stochastic and dynamic aspects.

Chapter 4: Since the progress in digitalization o�ers the availability of accurate data

and enables advanced decision support in transportation logistics, which imposes the

question on how to e�ciently exploit this progress in order to improve the solution qual-

ity of transportation services. In the third chapter, this issue is addressed in context of

a dynamic and stochastic DARP, where besides considering new events, stochastic in-

formation about future events is incorporated. First, a solution approach, which deals

with dynamic requests is introduced, belonging to the category dynamic and determinis-

tic. Then, di�erent anticipatory algorithms, which belong to the category dynamic and

stochastic are proposed. Furthermore, it is investigated which algorithm performs best

according to the given settings in a real world application, such as the number and types

of dynamic events, appropriate response times, and the synchronization of data. In order

to test the behavior of the algorithms, and analyze the performance of them, we apply the

concept of a digital twin. The implemented anticipatory algorithms for comparison are

a sample scenario planning approach and two waiting strategies, and the question of the

value of more sophisticated algorithms compared to algorithms with less computational

e�ort is investigated. The experimental results show, that solution quality bene�ts from

incorporating future information about requests, and that simple waiting strategies are

most suitable for such a highly dynamic environment.

This thesis includes the cumulative results of my own independent research as a doctoral

candidate, which is supervised by Prof. Richard F. Hartl and Prof. Jakob Puchinger. All

of the presented work and research content is published, or submitted and in the process

of being reviewed, as an article in scienti�c journals. Simply minor textual modi�cations

and unifying descriptions are made, to increase the overall readability and to complete

the thesis. The research questions in the papers are jointly developed by myself and my

supervisors, and the implementation of the algorithms is performed by myself. The data

collection, as well as the development of the stochastic model and parts of the imple-

mentation of the simulation framework used in Chapter 4 is joint work with colleagues

from the AIT. An extension and more detailed description of the simulation framework
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is summarized in a working paper Ritzinger et al. (2021), which is essentially performed

by myself, but not part of this thesis. The list of the scienti�c articles corresponds to the

chapters in the thesis:

• Chapter 2 is accepted and published in Ritzinger et al. (2016a) and it is co-authored

with Richard F. Hartl and Jakob Puchinger.

• Chapter 3 is accepted and published in Ritzinger et al. (2016b) and it is co-authored

with Richard F. Hartl and Jakob Puchinger.

• Chapter 4 is submitted for publication and is currently undergoing the peer-reviewing

process. This part is co-authored with Richard F. Hartl, Jakob Puchinger and Chris-

tian Rudlo�.



Chapter 2

Dynamic Programming based

Metaheuristics for the Dial-a-Ride

Problem

Preamble

This chapter introduces solution approaches for the classic dial-a-ride problem. The con-

tent of this chapter is identical to the following publication:

Ritzinger, Ulrike, Jakob Puchinger, Richard F. Hartl. 2016a. Dynamic programming

based metaheuristics for the dial-a-ride problem. Annals of Operations Research 236

341-358.

The contributions of the author are the design of the algorithms together with the co-

authors the implementation of the algorithms, and the computational experiments on its

own. The analysis of the results are made together with the co-authors, and the writing

of the article was mainly done by the author with the assistance of the co-authors.

2.1 Introduction

The dial-a-ride problem (DARP) generalizes a number of well studied vehicle routing prob-

lems (VRP) such as the vehicle routing problem with time windows(VRPTW) in Toth

and Vigo (2001) and the pickup and delivery problem (PDP) in Parragh et al. (2008).

The DARP is a demand responsive transportation service, which arises for example in the

context of patient transportation. It is a service for elderly or handicapped people, where

patients have to be delivered to medical facilities or taken back home leading to speci�ed
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pickup and delivery locations. The transportation requests have to be completed under

user inconvenience considerations by a given �eet of vehicles. Assigning vehicles of a �eet

to given transportation requests is usually modeled in terms of a static DARP, which has

obtained noticeable attention in the literature in recent years. In contrast to other vehicle

routing problems such as the PDP or VRPTW, in the DARP humans have to be trans-

ported instead of goods. Therefore, an important aspect besides minimizing the operating

costs is to ensure patient convenience. This is done by introducing additional constraints

such as the maximum user ride time or by specifying tight time windows. There exist

many variants of the DARP depending on the speci�c application. An excellent overview

about considered problem variants and existing solution methods of this problem class

can be found in Cordeau and Laporte (2007) and in Parragh et al. (2011).

In the classic DARP the objective function corresponds to minimizing the total routing

costs. Cordeau and Laporte (2003) proposed a tabu search algorithm to solve this variant

of the problem. Ropke et al. (2007) present a branch-and-cut algorithm for solving the

pickup and delivery problem with time windows (PDPTW). With an extension according

the user ride time constraint they solve the easier instances of the benchmark data set for

the DARP. Parragh et al. (2010) report improved results for related benchmark instances

obtained by means of a variable neighborhood search (VNS). Parragh and Schmid (2013)

present a hybrid approach combining column generation, large neighborhood search (LNS)

and VNS, improving currently best known solutions. There is also growing interest in

fast methods for obtaining high quality DARP solutions, since DARPs often occur in

a dynamic real-world setting. An example for such a dynamic setting can be found

in Schilde et al. (2011) who investigate whether the use of stochastic information about

future requests can improve solution quality. The proposed algorithms were tested on

instances generated from real world data.

Dynamic programming (DP) is a well known exact method for solving complex problems

by decomposing the problem into a number of smaller subproblems. The �rst DP algo-

rithm for a single vehicle, many-to-many, immediate-request DARP is given by Psaraftis

(1980) where a maximum position shift is considered instead of maximum user ride times

and time windows. Gromicho et al. (2012) present a �exible framework for solving a wide

variety of di�erent types of VRPs. The solution approach within this framework is a

generalization of the restricted DP heuristic for the traveling salesman problem (TSP)

of Malandraki and Dial (1996). Most of the successful algorithms for solving complex

transport optimization problems such as the DARP rely on a combination of several

methodological approaches for solving large problem instances. An overview as well as

success stories of hybrid metaheuristics can be found in Blum et al. (2011) and Talbi

(2013). Hybrid metaheuristics are often used to solve complex and large real-world op-
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timization problems, combining advantages from various �elds of computer science and

mathematical optimization. In the recent vehicle routing literature is an increasing num-

ber of successful applications of hybrid metaheuristics as summarized for example in Gen-

dreau et al. (2008), Bräysy and Gendreau (2005) available. Matheuristics, where exact

methods are embedded into metaheuristic frameworks, are powerful and also successfully

applied to VRPs as presented in Maniezzo et al. (2009). The speci�c area of apply-

ing hybrid metaheuristics to dynamic and stochastic vehicle routing problems has been

examined in Ritzinger and Puchinger (2013).

According to these developments, we present a DP algorithm for the multiple vehicle

DARP which is able to solve small instances of the benchmark data set to optimality.

Due to memory constraints we adapt this algorithm to a restricted DP heuristic which

is able to solve instances with more requests in short computational time. As shown in

the literature, large neighborhood search (LNS) is a promising concept to solve routing

problems in general as presented in Pisinger and Ropke (2010). But it is also shown

that LNS is a promising concept to solve the PDPTWs in Ropke and Pisinger (2006),

Bent and Van Hentenryck (2006) and the DARP in Parragh and Schmid (2013)). We

therefore propose a hybrid heuristic which integrates the DP based algorithms into a

LNS framework. The main contribution of this article is the development and analysis of

dynamic programming based algorithms for solving DARP.

The remainder of this article is organized as follows. Section 2.2 gives a formal description

of the DARP. Section 2.3 is devoted to a detailed description of the proposed algorithms

and the LNS solution framework. This is followed by the last section presenting compu-

tational results for the proposed methods. Finally, conclusions and an outlook towards

future work is given.

2.2 The Dial-a-Ride Problem

In this work, we consider the DARP as de�ned in Cordeau and Laporte (2003). This

formulation considers a given homogeneous �eet (all vehicles are of the same type), as well

as, homogeneous transportation requests. The notations and formulations introduced in

this section are used throughout this chapter.

The static DARP is modeled as a complete graph G = (V,A), where V = {v1, . . . , v2n} is
the set of nodes and A = {(vi, vj) : vi, vj ∈ V, i 6= j} is the set of arcs. Each arc (vi, vj) is

associated with a non-negative cost value representing the static travel time tij from node

vi to vj. The set of nodes covers n patient requests, where each request consists of a pair

of pickup and delivery location (vi, vn+i). The given patient requests have to be served

by m vehicles with a maximum load Q and a maximum tour duration T . All the vehicles
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are based at a single depot, introducing node v0 for the origin depot and v2n+1 for the

end depot. Each node vi is associated with a load qi, de�ning the number of patients to

be loaded or unloaded at this node. It is not allowed that qi exceeds Q at any time.

For each patient request a time window [ei, li] is set, determining at what time the service

must take place. The earliest begin of service time is de�ned by ei and the latest possible

begin of service time is given by li. The time window [ei, li] is either set at the pickup

location or the delivery location, depending if it is an outbound or inbound request. An

outbound request brings the patient from its home to the hospital. The time window is

given at the delivery location because it is important that the patient arrives at the right

time in the hospital. In case of an inbound request, where the patient gets a ride back

home, the time window is given at the pickup location to avoid long waiting times for

the patients. Respectively, the time window for the other location is set to ei = 0 and

li = T . The service time for loading or unloading a patient is denoted by di. In order to

ensure patient convenience a maximum user ride time L is set, de�ning the time a patient

is allowed to spend on the vehicle at most. The user ride time starts after loading the

patient into the vehicle, thus, their own service times are not included. By introducing

the maximum user ride time constraint long detours for the patients can be avoided. For

the depot nodes the time windows [e0, l0] and [e2n+1, l2n+1] respectively are set. Within

this time windows the vehicles are allowed to service transportation requests. The route

duration τ of a vehicle results from its departure and arrival time at the depot and must

no exceed the given maximum route duration T . The arrival time of a vehicle at node vi is

denoted as Ai and the begin of service time is de�ned by Bi. In case a vehicle arrives too

early at node vi it has to wait until the time window starts: Bi ≥ max{ei, Ai}. A waiting

time Wi = Bi − Ai at a vertex vi is only allowed before the service starts but not after

the service has �nished. Whenever it occurs that Bi > li, the time window constraint is

violated. The departure time Di = Bi + di results from the begin time and the service

time. The number of patients on a vehicle, after the loading or unloading operation, is

stored in Qi. The user ride time associated with request i is Li = Bn+i − Di, and the

time between the end of service at node vi and the beginning of service at vn+i must

not exceed L. Without the user ride time constraint it would be always optimal to set

Bi = max{ei, Ai}. However, in case a patient is aboard the aim is to reduce unnecessary

waiting times. Thus, it could be better to start the service at a later point in time. A

graphical summary of the relevant times in the DARP problem can be found in Figure 2.1.

The aim in the DARP is to construct vehicle routes such that all patient requests are served

in time and all given constraints are respected. The objective function is to minimize the

total travel times of all vehicles:
∑

(vi,vj)∈S tij, with (vi, vj) depicting all traversed arcs in

solution S.
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Figure 2.1: Relevant time information for the dial-a-ride problem

2.3 Solution Framework

The proposed hybrid solution framework for solving the DARP includes DP based ap-

proaches and a LNS as algorithmic components. First, the exact DP algorithm and the

restricted DP heuristic are described. These two algorithms are the main building blocks

of a hybrid solution framework incorporated into a LNS. The combination is then illus-

trated in further detail.

2.3.1 Dynamic Programming Algorithm

The proposed exact DP algorithm for the DARP is based on the exact DP algorithm for

the traveling salesman problem (TSP) introduced by Held and Karp (1961) and Bellman

(1962). There, the problem is to visit a set V = {v0, . . . , vn} of cities exactly once where

the distances between each pair of cities (vi, vj), vi, vj ∈ V, vi 6= vj are given by tij. The

tour starts and ends in city v0 and the objective is to minimize the total travel distance.

In dynamic programming states are de�ned to represent the current status of a problem.

For the TSP, a state (S, vj), vj ∈ S, S ⊆ V \ v0 de�nes a path starting in node v0, visiting

all nodes in S exactly once and ending in node vj. The costs of such a state are de�ned by

C(S, vj), holding the minimum travel distance of such paths. In the �rst stage the costs

of the states are computed by C({vj}, vj) = t0j,∀vj ∈ V \ v0. In the next stages the costs

for each state are calculated by recursion: C(S, vj) = minvi∈S\vj{C(S \ vj, vi) + tij}. The
optimal TSP tour, visiting all cities and ending in the depot is given by minvj∈V \v0{C(V \
v0, vj) + tj0}.
To represent the current status in the DARP the given formulation has to be extended as

follows. For the DARP, a state Sj = (S, vj, Bj, Uj) encodes a path consisting of a set of

already visited nodes S and a last visited node vj. One extension of the state information

is given by Bj which stores the earliest begin of service time at the last visited node vj.

This time is needed to respect the time window constraints and must respect Bj ≤ lj.
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Figure 2.2: An example tour of three vehicles m = 3 and �ve transportation requests n = 5,
where the pickup nodes are depicted as 1+, 2+, . . . , 5+ and the delivery nodes as 1−, 2−, . . . , 5−,
is shown in the left picture. The corresponding simpli�ed giant tour representation introducing

an additional node for each vehicle is illustrated on the right.

Additionally, information about the user ride times of the patients aboard has to be

tracked. Uj is a list which stores information of the e�ective user ride time for patient

who are aboard departing from node vj. For each patient aboard u ∈ Uj in node j, a

tuple U = {B̂u
j ,Du

j , D̂u
j , r

u
j } is de�ned, where B̂u

j is the latest possible begin of service

time of u in j, Du
j is the latest possible delivery time of u regarding the earliest begin of

service time Bi and D̂u
j is the latest possible delivery time of u in respect to the latest

possible begin of service time B̄u
j . The last part r

u
j stores the actual ride time of patient

u without waiting times and ruj ≤ L must hold for any feasible state. The cost of a state

C(S, vj, Bj, Uj) is de�ned by the travel distance of the path it is representing.

Other than in the TSP, the DARP has to deal with more than one vehicle. To handle

multiple vehicles the idea of a giant tour representation (GTR) is proposed by Funke et al.

(2005). In the GTR, for each vehicle w = 1, . . . ,m an origin node ow and a destination

node dw is introduced. This allows a routing solution in the graph where each route end

node dw is connected to the route start node of the next vehicle ow+1. Finally, the route

is closed by connecting dm with o1. In order to satisfy the multiple vehicle DARP a slight

adaptation of the GTR is done. While the GTR described in Funke et al. (2005), is

applicable to VRPs with multiple depots and/or problems considering a heterogeneous

�eet, we have a problem where only a single depot and a homogeneous �eet is considered.

This allows us to simplify the given GTR by adding only one additional node for each

vehicle, resulting in a set M = {v2n+1, . . . , v2n+m} which is added to V . An example for

the used GTR is depicted in Figure 2.2.

The algorithm follows the concept described above and starts with node v0 which repre-

sents the �rst vehicle at the depot and determines the costs of all states C({vj}, vj, Bj, Uj) =

t0j, for all vj ∈ V , which are all not yet visited nodes. In each successive stage, all

states of the current stage are expanded with all not yet attended nodes by recursion
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Figure 2.3: States in the DP algorithm, where Sj is dominated by state Si. If two states consist

of an equal set of visited nodes and end up in the same node, a dominance check can be applied.

In this example, Si has smaller costs and the begin of service time is smaller that the one of Sj .

Thus, Sj can be discarded and only Si is considered in the next stage 5.

C(S, vj, Bj, Uj) = minvi∈S\vj{C(S \ vj, vi, Bi, Ui) + tij}. The expansion of states is done

until all nodes have been visited once. To �nish the tour correctly, the last expansion is

the way from the last visited node back to the depot. The optimal solution is given by

minvj∈V \v0{C(V \ v0, vj, Bj, Uj) + tj0}.

To ensure the feasibility of the solution, several constraints need to be considered at the

expansion of the states. First of all, the precedence of pickup and delivery nodes must be

considered, i.e., node vi must always be visited before node vn+i. In the DP algorithm this

means that each state Sj is expanded by all pickup nodes v1, . . . , vn �rst and all delivery

nodes vn+i ∈ {vn+1, . . . , v2n} where the corresponding pickup node vi has been already

visited. Additionally, all the time window constraints must be ful�lled by Bi ≤ li, as

well as, the capacity constraints by Qi ≤ Q. One of the most challenging computational

aspects of the DARP is the user ride time constraint. This is caused by the fact that

postponing the start of a service can render a path feasible with respect to the user ride

time constraint. The same aspect holds for the maximum tour duration check. Whenever

the vehicle is allowed to leave the depot at a later date, the tour duration can be reduced.

In the forward recursion of the DP algorithm, the user ride time check can be applied by

computing a time interval in which it is allowed to delivery the patient according to L.

The same check can be applied to the tour duration check by calculating the time interval

at the depot but regarding T .

Another challenge is, that a huge number of states has to be considered during the execu-

tion of the DP algorithm (curse of dimensionality). To reduce the number of open states
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we introduced several tightening constraint, loosely based on the inequalities in Ropke

et al. (2007), and the dominance rule adapted from Gschwind and Irnich (2015).

Tighten Time Windows. The �rst preprocessing step is to tighten the time windows

of all nodes where only a loose time window is set, according to the corresponding node.

In case of an outbound request, where the time window for the delivery node is given, the

time window for the pickup can be set as follows: ēi = ej−L−di and l̄i = lj− tij−di. In
the other case, given the time window for the pickup location (inbound), the time window

at the delivery location is set to ēj = ei + di + tij and l̄j = li + L+ di.

User Ride Time. Whenever a stateSi is expanded by node j, the ride time information

Uj is updated regarding the earliest begin of service time Bj. The latest begin of service

time B̄u
j depends on the earliest begin of service time Bi and the end time windows of the

request. The idea is, that by determining the current earliest and latest begin of service

time [Bj, B̄
u
j ], one can calculate the earliest delivery time Du

j and latest possible delivery

time D̄u
j according to the given L. Once Du

j > D̄u
j , the delivery of u without violating the

user ride time constraint is no longer possible and the expansion of state Si by node j is

discarded. Additional, the ride time ruj is updated and whenever ruj > L, state Sj is not

created. As stated before, the same check and update can be applied to the tour duration

of a vehicle, with the only di�erence that Dm
j and D̄m

j depend on T and τ ≤ T must be

ful�lled.

Dominance Rule. Applying dominance rules to the algorithm further reduces the num-

ber of considered states. Whenever, it happens that two states have visited the same node

set S = S ′, and end up in the same last visited node vi = vj, with vi ∈ S, vj ∈ S ′, the
possibility is given to discard the worse one, and to consider only the better state for

further expansion steps. In Dumas et al. (1995), dominance rules are introduced guaran-

teeing the optimality of the solution. In case of a DARP, some more dominance checks

have to be applied to guarantee optimality as well. When two states are considered to

be the same, one state Si dominates the other state S′i, if costs are C(Si) ≤ C(S′i), the

begin of service time is Bi ≤ B′i and the earliest and latest delivery times are Du
i ≤ Du′

i

and D̂u
i ≤ D̂u′

i , ∀u ∈ Ui, u
′ ∈ U ′i. Only, if all these constraints are ful�lled it is allowed to

discard the worse state, otherwise both states have to be expanded in the next stage. In

Figure 2.3 a small example is shown.

Simple GTR. Another way of reducing the number of states is the simpli�cation of

the GTR. Thus, only one expansion has to be done for ending a route in the depot node

and starting a new one in the same node. Adding these tightening constraints and the
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dominance rule to our DP algorithm allows us to solve small instances of the benchmark

data set exactly.

2.3.2 Restricted DP Algorithm

In order to tackle larger instances, the exact DP algorithm is adapted to a restricted

DP heuristic. In Malandraki and Dial (1996) a restricted DP algorithm for the TSP is

proposed. The main concept is to bound the number of considered states in every stage

by a given parameter B. Since each state represents a path and all paths in a stage

have visited the same number of nodes, it is more likely that a state with lower costs

will result in a good solution than one with higher costs. Thus, the heuristic selects B

states in each stage with the lowest costs and considers only these B states for further

expansion in the next stage. Note that taking B = 1 results in a nearest neighborhood

heuristic, while setting B = ∞ makes an exact DP algorithm. Gromicho et al. (2012)

propose a restricted DP algorithm for solving realistic VRPs and restrict the state space

even further, by applying a form of beam search (Norvig (1992)), which means that a

state is only expanded by its E nearest feasible nodes. It has to be noticed that making

the state selection too greedy might prevent the algorithm from �nding a feasible solution

at all.

To restrict the state space for the DARP we examined various methods for selecting the

best B states of a stage. Because of the time window and user ride time constraints it is

not su�cient to select the states with the smallest costs. Hence, we introduce a selection

function s(Si) for each state taking global information into account. It estimates how

promising a further expansion of that state might be. The function s(Si) consists of the

current costs of a state, a simple estimation about the required travel distance to serve

all remaining nodes, and the average remaining time per open request. This results in:

s(Si) = C(Si) +
∑

(i,j)∈V \S

(t0i + tij + tj0) +
∑
m

(Tm −Bm
j )/|V \ S| (2.3.1)

We also tested various other selection functions. Considering the travel distance only was

one of them. However, it turns out to be insu�cient for most of the instances. Another

approach is to incorporate the accumulated waiting times of the vehicles. A comparison

of these various functions is given in Section 2.4. We also tried to improve the estimated

travel time of the not yet visited nodes, for example, by applying a nearest neighborhood

heuristic, according to time and distance, which ignores only the user ride time constraint,

as well as, a minimum spanning tree algorithm. However, it turns out that these functions

are inappropriate regarding run times and do not improve the solution quality.

Finally, the best states according to function (2.3.1) are selected such that for every

expansion of a state the E best states are selected and in the end of a stage the B best
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states of this selection are taken. In addition, the beam search concept is added to the

restricted DP heuristic by selecting the nearest nodes in time. However, for the DARP

beam search only has an e�ect when the vehicle is empty and all possible pickup locations

can be expanded. Otherwise the expansion is limited to the time windows and user ride

times determined by the passengers aboard. Note however, that the optimality guarantee

is no longer given when running the restricted DP heuristic.

2.3.3 Large Neighborhood Search

A solution of the DARP consists of a list of tours, one for each vehicle. In each tour a

subset of transport requests is completed by picking up a patient at his location within

the given time window and dropping the patient o� at his desired location without ex-

ceeding the maximum user ride time. Such a feasible initial solution can be obtained

by the restricted DP algorithm as discussed in the previous section. One disadvantage

of the restricted DP algorithm is its sequential structure, which means that one vehicle

is considered after another. Once a vehicle returns to the depot there is no possibility

to insert a new request at a later point in time. Even tough, a selection function which

takes global information into account is applied, the algorithm is challenged by taking a

decision at an early point in execution time. So for example, considering large instances,

the algorithm has to apply the selection function already in the third stage, but in this

stage there are only two nodes visited, and according to that information the selection has

to be done. However, the big advantage lies in gaining a feasible solution for the DARP

in short computational time. To further improve these results, a hybrid metaheuristic is

introduced which combines the above described DP algorithm and a LNS.

LNS was introduced by Shaw (1998) and follows a simple principle. The idea is, to

partially destroy and repair the incumbent solution in each iteration. The destroy operator

removes a given number of requests and the repair operator reinserts these requests.

Every time an improved solution is found, it is used in the next iteration. An extension

of this approach is proposed in Ropke and Pisinger (2006), where various destroy and

repair operators are used for the VRP with time windows. Parragh and Schmid (2013)

present a successful LNS for the DARP, where the operators correspond to the ones

from Ropke and Pisinger (2006). Some of these operators are incorporated into our

framework. Additionally, we introduce new operators based on the previously presented

DP algorithms. This results in three di�erent operator types described in the following

sections. Ropke and Pisinger (2006) propose an adaptive layer to guide the selection of the

operators, whereas Parragh and Schmid (2013) select them at random. In our framework

we also used a random selection strategy, �rst, for selecting the type of the operator to

be applied and second, for the operators itself.
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Request-based Heuristics

Every time this operator type is selected a number of requests r has to be removed from

the incumbent solution s′. The number r is determined in every iteration by randomly

selecting a value between 10 − 50% of the number of nodes. For all r requests, the

removal operator removes the pickup and delivery locations and stores them into a list of

yet unassigned requests (request bank).

• Random. The random removal operator randomly removes r requests from the

incumbent solution, by randomly selecting a tour and a pickup location.

• Worst. The worst removal operator iteratively removes the request whose removal

improves the costs most. Thus, the r worst requests are determined and removed

from the solution.

• Related. Finally, the related removal operator removes related requests from the

solution. The measure for similarity is nearly the same as in Parragh and Schmid

(2013), also considering temporal and geographical closeness, but taking ei the given

earliest begin of service time instead of Bi, the actual begin of service time in node

vi. Two requests i and j are related if (|ei−ej|+|en+i−en+j|+tij + tn+i,n+j) is small.

The �rst removed request i is either selected randomly or the worst request is taken.

Then, the r − 1 most related requests to i are removed and stored to the request

bank as well.

All requests stored in the request bank are reinserted iteratively by repair operators in the

next step. It is randomly determined whether a greedy, a 2-regret or a 3-regret insertion

heuristic is used, with a higher probability for the 2-regret insertion heuristics. Here, every

time a request from the bank has to be inserted, the exact DP algorithm is used. For

each vehicle a DP algorithm is run with its currently assigned requests and the removed

one as input. The request is then inserted into the tour, where the costs are deteriorated

at least. Since the DP algorithm has to solve an instance with a single vehicle only, it is

very fast and the obtained insertion is optimal for the considered vehicle.

• Greedy. In the greedy insertion heuristic the unassigned request whose insertion

causes the least cost increase is inserted at its best possible position.

• Regret. In the regret insertion, the request which has the largest regret value

is inserted at its best possible position. The 2-regret value represents the cost

di�erence of inserting request i at its best position or second-best position. The 3-

regret value is de�ned analogously with a cost di�erence of inserting request i at its

best, second-best position or third-best position. More details about this heuristic

are given in Ropke and Pisinger (2006).
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Figure 2.4: Calculation of the time window for the �rst node v1+ = [2, 3] of a block B with

given time windows and travel times. For simplicity, the service time is set to 0.

Block-based Heuristics

The idea of the block based operator type is to reapply the DP algorithm on the incumbent

solution. The initial idea was to remove requests from the solution using one of the removal

operators and restart the DP algorithm keeping the remaining tours �xed. The problem

is, that with the forward recursion, it is ensured that none of the constraints are violated,

but no exact arrival or departure times are stored, thus, new requests can not be easily

inserted.

As shown in Parragh et al. (2010), the zero split neighborhood is a powerful tool for

solving the DARP. A zero split is a special sequence of requests in a tour, which lies

between two deadheading arcs where the vehicle load is zero, thus, no patient is aboard.

Every route has at least one such sequence, but the authors discovered that most of the

time there is more than one sequence of this type in a route. The big advantage of the

zero splits is, that such a sequence does not violate the user ride time constraint in our

intermediate solutions, since we are starting with a feasible solution from the restricted

DP heuristic.

The basic concept of the block based heuristic is to destroy the incumbent solution into all

its zero split sequences (alias blocks) and create for each such sequence a new block-node.

The vehicle routing problem induced by these block-nodes is then solved using the DP

algorithm. This is a powerful operator because the whole solution might be destroyed

and repaired. Before we describe the di�erent operators in more detail, we illustrate the

variables required to be computed for a new block-node. For each block B, the path of

already visited nodes B = {v1, v2, vn+1, . . . , vn+2}, B ⊆ S and the earliest begin of service

time at the last node Bn+3 are known from the DP solution. The question now is, in what

time window [êv1 , l̂v1 ] must the service take place at the �rst node v1 to maintain a feasible

zero split sequence. The according time window [êv1 , l̂v1 ] can be obtained as follows.

First, the latest possible departure time D̄v1 for the �rst node in the block is computed

by backward calculation from the last node via D̄i− = min{li, (D̄i − ti−,i − di)}. Given
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D̄v1 , the minimum duration r̄ of the block can be determined by a forward calculation:

r̄i+1 = max{ei+1, Bi+1}− D̄vi with Bi+1 = Bi + di + ti,i+1. During the forward calculation

we also store a value σ(r̄) = min(Bi − ei),∀i ∈ B. With it, the time window of the �rst

node v1 in the block can be set to [êv1 , l̂v1 ], where êv1 = D̄v1−max{0, σ(r̄)} and l̂v1 = D̄v1 .

An example is given in Figure 2.4. There, the earliest begin of service time at the last

node B3− = 7 resulting from the DP algorithm. Then, the latest possible begin of service

times in each node are calculated and yield to D̄1+ = 3.

Starting within this time window has an e�ect on the arrival time at the last node in the

block, whereas starting before this time window results in only increasing the duration of

the block but not a�ecting the arrival time at the last node. Setting this time window

in the block-node and observing it in the DP algorithm ensures that no constraint of the

DARP will be violated for this sequence.

For the LNS the following operators which are based on the zero split principle are intro-

duced:

• Single-block. The �rst destroy operator is the single-block operator. It destroys

the incumbent solution into all its zero split sequences and creates a block-node for

every sequence.

• Break-block. The other destroy operators are called break-block operators. Here,

the solution is also destroyed into its blocks, but additionally one or more blocks are

selected and decomposed into their single nodes. In a �rst step, a randomly selected

number q = [1, . . . , 6] determines how many blocks should be decomposed. Then,

the blocks are either chosen randomly or by their relatedness of the according �rst

nodes in the blocks.

• Block-repair. The block-repair operator takes a set of block-nodes and runs a

DP algorithm to reassign the blocks. If the break-block operator has been used for

destruction, a DARP consisting of block-nodes and original nodes is solved. The

problem is solved exactly if the size of the problem is smaller than 25 blocks and/or

requests. If the problem is larger, it is solved by applying the restricted DP. In that

case, the selection function is modi�ed to s̄(Si) = C(Si)/|S|+
∑

(i,j)∈W (t0i + tij +

tj0)/|W |, with W = V \ S, because here, the states in a stage do not necessarily

contain the same number of visited nodes.

Tour-based Heuristics

The last operator type rearranges multiple requests of several routes at once. It removes

a given number of tours from the incumbent solution and runs the restricted DP heuristic
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on the arising subproblem. We de�ne four di�erent operators, from which one is chosen

randomly. The 2-best operator selects two routes of the solution and rearranges the

according requests via the restricted DP heuristic. This is done for all combinations of

routes and the one with the best improvement is returned. For larger instances this can be

very time consuming, we therefore de�ne the 2-random and 3-random operators, where

two or three tours are removed from the solution at random and a restricted DP heuristic

with these requests and the according number of vehicles is applied. Furthermore, we

de�ne a 2-size operator which selects two tours regarding their size. Thus, one tour with

less customers and another one with a large number of customers is selected and solved

by the restricted DP algorithm.

Local Search

After applying one of the described destroy and repair operators, the new solution un-

dergoes a local search improvement step if it is promising, i.e., if its costs is at most 5%

worse than the currently best solution. Only with a probability of 1% a local search step

is done for new solutions which are worse than this threshold.

One local search operator tries to shift a sequence of requests with length q = 1, . . . , 4 or

a block to other tours. The length n of the sequence is chosen randomly. Then, every

possible sequence is removed from its tour, and the removed nodes are reinserted one by

one into all the other tours in their best positions via the DP algorithm. The second

operator tries to swap either a sequence of requests or a block between two tours. The

operators are applied in random order and for the small instances a best improvement step

function is applied. For larger instances, the step function is a best-of-next improvement,

where the best improvement of the �rst 50 moves is return. In case no improvement could

be found, it goes on with next improvement. Additional, a time limit is set to 3 minutes

for the larger instances.

2.4 Computational Results

All of the developed algorithms have been implemented in Java 7 and the tests were

completed on an Intel Xeon 2.4 GHz with 8GB of RAM. The algorithms were tested on

benchmark data sets introduced by Cordeau and Laporte (2003) and Ropke et al. (2007),

which contain randomly generated Euclidean DARP instances. There are three di�erent

data sets: a-instances, b-instances and pr-instances. The a-data set includes instances

with up to 8 vehicles and up to 96 requests. At each node, a patient can be loaded or

unloaded with a service time of 3 and the maximum user ride time is 30 minutes. The

maximum capacity of the vehicles is limited to 3 and the time windows are tight with a
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#solutions found solution quality

Instance Set s0 s1 s2 s3 s0 s1 s2 s3

CL03 6 18 20 19 94.5% 99.9% 92.5% 92.9%

Cor06 11 23 24 24 96.7% 100.0% 92.2% 91.3%

Cor06+ 6 20 24 23 98.8% 100.0% 94.2% 93.4%

total 23 61 68 66 96.6% 100.0% 93.0% 92.5%

Table 2.1: Results for the selection function used in the restricted DP algorithm

range of 15 minutes. In the b-data set the maximum capacity is up to 6 and the maximum

user ride time is extended to 45 minutes. The time windows are tight and the load at each

node can be up to 6, in contrast to the a-data set where the load at each node is 1. Even

tough the maximum tour duration is given for these data sets, the route duration check

can be neglected because the time windows of the requests and the depot are set such

that no route duration violation can arise. For solving these instances, a branch-and-cut

algorithm has been introduced in Ropke et al. (2007) and a branch-and-price is presented

in Gschwind and Irnich (2015). Both algorithms obtain optimal solution for all instances.

The third set (pr-instances), contains instances which are even more challenging to solve

with a �eet size of up to 13 and up to 144 requests. The maximum load of a vehicle is

6 and the maximum route duration is limited to 480. Because no time window is given

at the depot, the maximum tour duration constraint must be considered. At each node

a single patient can be loaded or unloaded and the maximum user ride time is set to 90

minutes. In the �rst 10 instances, narrow time windows are considered, whereas, for the

second 10 instances wider time windows are given. In the earlier paper of Cordeau and

Laporte (2003) a Tabu Search (TS) algorithm has been proposed for all the data sets.

The currently best known approaches for solving these instances are a VNS proposed

in Parragh et al. (2010) and a hybrid LNS introduced in Parragh and Schmid (2013).

2.4.1 Dynamic Programming Approaches

The exact DP algorithm, with all the tightening constraints applied, manages to solve

instances with up to 24 requests. Due to memory restrictions, we have to use the restricted

DP algorithm with an appropriate parameters E and B to obtain feasible solutions for

all instances, and even optimal solutions can be found for some of the instances. The

detailed results for all three data sets are depicted later in this section.

First, we analyze the e�ects of using various selection functions in the restricted DP

algorithm. In Table 2.1 the results obtained by four di�erent selection functions are
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compared. The �rst selection function s0(S), selects the states according to their smallest

travel distance. The second function s1(S) is the de�ned in (2.3.1), considering travel

distance, estimated travel distance of open nodes and an estimation of remaining time per

open requests. The other two functions s2(S) and s3(S) consider in addition to the travel

distance the accumulated waiting times of the vehicles. The di�erence is, that in s2 the

estimated travel distance of the not yet visited nodes is incorporated, while in s3 it is not.

The table shows, how many times a feasible solution is found with the according selection

function by setting E = 5 and B = 5.000. We chose this value, because this setting

allows us to �nd a feasible solution for all instances in short computational time. The

�rst block (#solutions found) shows, that using selection function s2 allows the restricted

DP algorithm to �nd feasible solutions for all benchmark instances, whereas the results

with s0 are rather poor (23 times out of 68). The second block (solution quality) shows

that by applying the selection function s1, the best solution qualities can be obtained.

Note that the solution quality of s0 seems to be high, this is due to the fact that only

feasible solutions are taken into account. According to these results, the default setting

for the restricted DP algorithm is set to E = 5 and B = 5.000 and the default selection

function s1 is chosen. In case no feasible solution could be found, the algorithm will be

executed again with selection function s2.

The detailed results for the restricted DP algorithm and the LNS heuristic for all three

data sets are summarized in the according tables: Table 2.2 shows the results of the a-

instances, Table 2.3 presents the results of the b-instances and in Table 2.4 the results

for the pr-instances are depicted. The tables show in the �rst block (H-LNS) the results

of the hybrid LNS approach proposed in Parragh and Schmid (2013), in the second block

(Restr. DP) the results of our restricted DP algorithm and in the third block (DP-LNS)

the results of our hybrid LNS algorithm based on DP algorithms. Respectively, each block

depicts the best found solution (Best), the average solution (Avg.) and the runtime (t) in

minutes. The solution value of the results of the restricted DP algorithm are compared to

the best results of the hybrid LNS in Parragh and Schmid (2013), whereas the results of

our proposed hybrid LNS heuristic are compared to their best and average results. Note,

that instances 3-18, 4-16 and 4-24 of the a- and b-data sets are not listed in the tables

because their results are not presented in literature.

The results show that the advantage of the restricted DP algorithm lies in its short

computational time. Even tough the solution qualities are overall 4.41% worse for the a-

instances, 4.22% worse for the b-instances and 15.77% worse for the pr-instances, the run

times are signi�cant shorter than the run times of the hybrid LNS algorithm. The tests

show that the run times for the restricted DP algorithm are equal or less to 0.5 minutes

for all instances, whereas the average run time for the hybrid LNS lies between 2.2 and
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H-LNS Restr. DP DP-LNS

Instance m n Best Avg. t Best % t Best % Avg. % t

a2-16 16 2 294.25 294.25 0.1 294.25 0.00 0.0 294.25 0.00 294.25 0.00 0.0

a2-20 20 2 344.83 344.83 0.3 344.83 0.00 0.1 344.83 0.00 344.83 0.00 0.1

a2-24 24 2 431.12 431.12 0.3 439.74 2.00 0.0 431.12 0.00 431.12 0.00 0.5

a3-24 24 3 344.83 344.83 0.3 345.08 0.07 0.0 344.83 0.00 344.83 0.00 0.0

a3-30 30 3 494.85 495.27 0.5 500.60 1.16 0.1 494.85 0.00 494.85 -0.09 0.7

a3-36 36 3 583.19 583.25 0.8 590.08 1.18 0.1 583.19 0.00 583.21 0.00 0.0

a4-32 32 4 485.50 485.71 0.6 491.62 1.26 0.1 485.50 0.00 485.50 -0.04 0.2

a4-40 40 4 557.69 557.69 0.8 595.59 6.80 0.1 557.69 0.00 557.69 0.00 0.8

a4-48 48 4 668.82 669.04 1.6 692.44 3.53 0.2 668.82 0.00 668.82 -0.03 1.4

a5-40 40 5 498.41 498.41 0.8 503.89 1.10 0.1 498.41 0.00 498.41 0.00 0.2

a5-50 50 5 686.63 686.87 1.6 707.81 3.08 0.1 686.62 0.00 687.28 0.06 2.0

a5-60 60 5 808.48 809.34 2.5 860.10 6.39 0.2 808.42 0.00 809.89 0.07 4.6

a6-48 48 6 604.12 604.54 1.1 610.97 1.13 0.2 604.12 0.00 604.40 -0.02 2.1

a6-60 60 6 820.30 821.91 2.3 862.87 5.19 0.2 819.25 -0.13 819.56 -0.29 3.7

a6-72 72 6 916.66 919.77 4.4 954.95 4.18 0.3 918.14 0.16 920.35 0.06 27.9

a7-56 56 7 724.04 724.04 1.7 753.56 4.08 0.2 724.04 0.00 725.50 0.20 3.1

a7-70 70 7 889.58 893.50 2.9 965.29 8.51 0.2 889.12 -0.05 892.51 -0.11 5.2

a7-84 84 7 1036.17 1040.39 7.0 1093.90 5.57 0.3 1038.14 0.19 1041.40 0.10 17.4

a8-64 64 8 747.46 747.99 2.1 789.00 5.56 0.3 749.41 0.26 752.09 0.55 4.1

a8-80 80 8 948.69 951.36 5.7 1006.93 6.14 0.2 949.96 0.13 952.36 0.11 11.2

a8-96 96 8 1234.78 1236.27 9.9 1339.96 8.52 0.3 1237.05 0.18 1241.85 0.45 20.0

avg 672.40 673.35 2.3 702.07 4.41 0.2 672.75 0.05 673.84 0.07 5.0

Table 2.2: Results for the restricted DP algorithm and the hybrid LNS for a-instances

21.8 minutes. Compared to the results of the branch-and-cut algorithm from Ropke et al.

(2007), the restricted DP algorithm is able to �nd the optimum for the small instances as

well, and for larger instances it is able to compute good quality solutions requiring much

less running time. However, the solution quality is about 10% worse than the optimal

solutions. In summary the restricted DP is a powerful algorithm to compute feasible

solution with good quality in short computational time.

2.4.2 Large Neighborhood Search

In the LNS framework a feasible starting solution is obtained from the restricted DP

algorithm. The LNS is run 10 times for each instance with 100 iterations, where in each

iteration one of the destroy and repair operators (request-based, block-based, tour-based)

is chosen randomly with equal probability. In order to diversify the search, solutions

which impair the current solution by at most 3% are accepted with a probability of 10%.

Since worse solutions are allowed to be accepted, the best solution found so far is stored.
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H-LNS Restr. DP DP-LNS

Instance m n Best Avg. t Best % t Best % Avg. % t

b2-16 16 2 309.41 309.41 0.1 309.41 0.00 0.0 309.41 0.00 309.41 0.00 0.0

b2-20 20 2 332.64 332.64 0.2 332.64 0.00 0.0 332.64 0.00 332.64 0.00 0.0

b2-24 24 2 444.71 444.83 0.4 445.33 0.14 0.0 444.71 0.00 444.71 -0.03 2.1

b3-24 24 3 394.51 394.51 0.3 396.83 0.59 0.0 394.51 0.00 394.51 0.00 0.2

b3-30 30 3 531.45 531.45 0.5 536.44 0.94 0.1 531.44 0.00 531.44 0.00 2.9

b3-36 36 3 603.79 604.13 0.7 609.30 0.91 0.2 603.79 0.00 603.79 -0.06 0.5

b4-32 32 4 494.82 494.82 0.4 512.10 3.49 0.1 494.82 0.00 494.82 0.00 0.8

b4-40 40 4 656.63 656.63 1.0 668.24 1.77 0.5 656.63 0.00 656.63 0.00 2.4

b4-48 48 4 673.81 674.93 1.7 702.30 4.23 0.3 673.81 0.00 674.69 -0.04 3.6

b5-40 40 5 613.72 613.73 0.8 621.19 1.22 0.1 613.72 0.00 613.72 0.00 0.3

b5-50 50 5 761.40 762.12 1.5 779.27 2.35 0.1 761.40 0.00 762.67 0.07 4.1

b5-60 60 5 902.52 903.46 3.0 942.36 4.41 0.2 903.25 0.08 905.09 0.18 5.1

b6-48 48 6 714.83 714.83 1.1 743.80 4.05 0.4 714.83 0.00 715.25 0.06 1.5

b6-60 60 6 860.07 860.15 2.1 909.03 5.69 0.2 860.07 0.00 862.43 0.26 6.0

b6-72 72 6 979.61 980.27 4.4 1037.21 5.88 0.3 982.06 0.25 982.96 0.27 5.9

b7-56 56 7 823.97 824.17 1.8 878.02 6.56 0.2 824.27 0.04 826.28 0.26 6.9

b7-70 70 7 913.11 914.97 3.7 973.43 6.61 0.4 919.09 0.66 920.74 0.63 9.9

b7-84 84 7 1211.27 1213.55 6.7 1290.55 6.55 0.4 1212.67 0.12 1215.66 0.17 15.3

b8-64 64 8 840.63 840.63 2.6 881.14 4.82 0.2 841.58 0.11 844.75 0.49 7.2

b8-80 80 8 1036.65 1038.28 3.8 1079.62 4.15 0.1 1039.13 0.24 1042.80 0.43 10.6

b8-96 96 8 1187.80 1190.74 10.3 1284.43 8.13 0.3 1198.08 0.87 1202.10 0.95 9.5

avg 727.97 728.58 2.2 758.70 4.22 0.2 729.14 0.16 730.34 0.24 4.5

Table 2.3: Results for the hybrid LNS and restricted DP algorithm for b-instances

The applied settings are adopted mostly from the LNS parameters proposed in Parragh

and Schmid (2013).

Experiments show that the proposed DP based hybrid LNS algorithm is competitive with

the state-of-the-art in terms of solution quality. For the instances of the a-data set the

algorithm is able to �nd 16 times the optimal solution and on average the results are

almost the same as in literature (0.07% worse). Solving the b-instances results in �nding

13 times the optimum and compared to the hybrid LNS in literature it is only 0.24% worse

on average. Regarding the run times it is to mention, that even they are twice as much,

one has to note, that no commercial solver is used for the computation of the results.

For the more di�cult to solve pr-instances the results are 1.91% worse comparing our best

found solution to the one reported in Parragh and Schmid (2013) and 2.42% worse on

average. However, our approach was able to �nd 3 times a better solution regarding the

best found solution and 3 times a slightly better average solution, showing the potential of

the DP based hybrid LNS. Even tough, the overall average computational times is much
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H-LNS Restr. DP DP-LNS

Instance m n Best Avg. t Start % t Best % Avg. % t

pr01 24 3 190.02 190.02 0.5 190.21 0.10 0.1 190.02 0.00 190.02 0.00 0.0

pr02 48 5 301.34 302.53 2.8 327.15 8.57 0.2 301.34 0.00 303.49 0.32 2.5

pr03 72 7 535.28 538.21 5.1 594.21 11.01 0.1 535.09 -0.03 540.82 0.49 3.3

pr04 96 9 571.09 576.26 16.3 638.27 11.76 0.0 581.80 1.87 586.82 1.83 16.1

pr05 120 11 629.52 637.59 26.7 744.11 18.20 0.1 640.25 1.70 650.47 2.02 24.6

pr06 144 13 788.88 800.35 48.5 929.00 17.76 0.3 801.41 1.59 819.22 2.36 17.5

pr07 36 4 291.71 292.56 1.0 313.67 7.53 0.1 291.71 0.00 292.53 0.00 0.6

pr08 72 6 491.93 495.20 5.9 551.38 12.09 0.3 494.17 0.46 500.19 1.01 10.9

pr09 108 8 661.47 676.09 24.9 783.00 18.37 0.2 677.04 2.35 682.88 1.00 19.4

pr10 144 10 872.31 878.93 47.2 1073.17 23.03 0.2 870.27 -0.23 892.49 1.54 85.9

pr11 24 3 164.46 166.06 0.6 180.22 9.58 0.1 164.46 0.00 164.46 -0.96 0.5

pr12 48 5 295.96 298.88 3.0 324.79 9.74 0.3 295.66 -0.10 297.93 -0.32 45.3

pr13 72 7 484.83 491.29 8.2 539.28 11.23 0.2 496.09 2.32 500.25 1.82 138.1

pr14 96 9 534.84 541.19 22.6 610.45 14.14 0.6 544.96 1.89 549.79 1.59 77.0

pr15 120 11 587.67 590.22 44.1 683.78 16.35 0.3 601.83 2.41 615.38 4.26 163.2

pr16 144 13 738.01 743.64 71.5 863.88 17.05 0.5 779.63 5.64 795.89 7.03 170.6

pr17 36 4 248.21 248.21 1.3 273.66 10.25 0.2 248.21 0.00 248.21 0.00 8.2

pr18 72 6 463.67 470.25 9.5 518.09 11.74 0.3 466.54 0.62 472.40 0.46 92.2

pr19 108 8 593.49 606.25 27.5 750.23 26.41 0.4 623.71 5.09 639.50 5.48 162.9

pr20 144 10 804.22 812.81 69.6 976.40 21.41 1.3 840.53 4.51 864.79 6.39 295.5

avg 512.45 517.83 21.8 593.25 15.77 0.3 522.24 1.91 530.38 2.42 66.7

Table 2.4: Results for the restricted DP algorithm and the hybrid LNS for pr-instances

worse, it is to mention that this arises because of the more di�cult second 10 instances

(pr11 to pr20). These instances have, additional to a large user ride time, much larger

time windows, which implies that the solution space increases immense. Considering the

�rst 10 instances of this data set, one can see that the average computational time for

the two approaches is more or less the same (17.89 vs. 18.08 minutes). More detailed

results and comparisons are shown in Table 2.2 for the a-instances, in Table 2.3 for the

b-instances and in Table 2.4 for the pr-instances.

2.5 Summary

In this chapter we have proposed DP based approaches for solving the DARP. These

algorithms rely on a giant tour based representation of the DARP and are based on

recent research on dynamic programming for vehicle routing problems; see, e.g. Gromicho

et al. (2012) and on dominance rules as in Dumas et al. (1995) and Gschwind and Irnich

(2015). The main challenge was to e�ciently incorporate user ride time constraints into
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the DP framework and to reduce the current state space.

An exact DP algorithm was developed to be able to solve small benchmark instances

to optimality. In order to be able to solve larger instances, we proposed a restricted

DP algorithm. We studied several di�erent selection functions allowing to determine

which DP states survive in subsequent stages. The best results were obtained with a

selection function not only taking into account information about the current state, but

also including estimations about the required travel distance to serve all open nodes and

the average remaining time per open request. The DP approaches were then embedded

into a LNS framework. In addition to existing destroy and repair operators, we introduced

new DP based ones. There the idea of zero splits, as proposed in Parragh et al. (2010),

is used to generate new block-nodes according to the resulting zero splits in a solution

and solve a DP algorithm on these node sets again. To further destroy the solution, one

operator set allows to decomposing some of the block-nodes and use this as input for the

DP algorithm while another operator selects tours from the solution and runs a restricted

DP algorithm with the according requests and vehicles.

The computational results show that the proposed DP based hybrid LNS approach is

competitive with the current state-of-the-art. In terms of solution quality our approach

is on average 0.07% and 0.24% behind for the easier benchmark sets, while for the harder

benchmark instances our approach is 2.42% worse. However, it was able to �nd better

solution for some of the instances emphasizing the value and potential of our approach.

We incorporated the DP based approaches into a real-world application of the DARP in

a dynamic context. Note, that the advantage of our approach is, that it can be used as a

standalone exact or heuristic solver without the necessity of buying an expensive state-of-

the-art commercial MIP solver. Since our algorithm was developed within a project where

the cooperation partner is a non-pro�t organization, the alternative of using MIP-based

approaches was not a feasible option. For practical purposes, our approach is also very

useful, since it can be adapted easily to di�erent situations simply by choosing appropriate

restrictions on the state space. For static situations (e.g. computing a preliminary plan for

the whole day in the morning), high E and B values can be chosen to obtain high quality

solutions. In dynamic situations, e.g. for quick re-optimization, the parameters can be

reduced accordingly. Further work can focus on hybridizing the DP based approaches

with other successful exact of heuristic approaches from the literature.



Chapter 3

A Survey on Dynamic and Stochastic

Vehicle Routing Problems

Preamble

This chapter presents a survey on dynamic and stochastic vehicle routing problems. It

summarizes recent literature where both, dynamic events and stochastic information, are

considered. The content of this chapter is equivalent to the following publication, but with

the addition in Section 3.8 summarizing relevant literature since the date of publication:

Ritzinger, Ulrike, Jakob Puchinger, Richard F. Hartl. 2016b. A survey on dynamic and

stochastic vehicle routing problems. International Journal of Production Research 54(1)

215-231.

The contributions of the author are the collection of relevant literature, the introduction

of a new classi�cation, the classi�cation of the articles, and the investigation on their

solution quality. The writing of the survey was done with the co-authors.

3.1 Introduction

In the last years, research interest in vehicle routing has increasingly focused on dynamic

and stochastic approaches. The advance of information and communication technologies

as well as the growing amount of available data allow to gather relevant information for

advanced vehicle routing. A crucial factor for being successful in solving sophisticated

vehicle routing problems (VRP) is to o�er reliable and �exible solutions. The recent de-

velopment in telematics, such as the wide spread use of positioning services and mobile

communication, allows gathering real-time information and exact monitoring of the ve-
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hicles. This builds the basis for extensive data collection and real-time decision support

in vehicle routing. Additionally, today's computing capacity allows the application of

routing algorithms which provide real-time solutions by incorporating online information

and considering possible future events. These advances o�er the opportunity to improve

solution quality in real-time systems but they need to be leveraged by e�cient optimiza-

tion algorithms for solving dynamic and stochastic vehicle routing problems (DSVRP).

Goel (2008), Larsen et al. (2008), Ehmke et al. (2012) demonstrate the development of

technological environment and real-time management in vehicle routing.

This survey points out the relevance of using a combination of dynamic and stochastic

information in the optimization of VRPs. The increasing interest in this area results

in a fast growing body of research and multiple applications and settings arising from

real-world problems. This leads to an unclear, sometimes confusing terminology and a

lack of consistent problem formulations. Furthermore, there are almost no generalizable

statements about the bene�t of using dynamic and stochastic problem formulations com-

pared to their pure counterparts. The survey considers a complete selection of papers

investigating VRPs with dynamic and stochastic aspect starting in the year 2001. For a

clear understanding the most relevant work on pure dynamic and pure stochastic VRPs

is included as well. Besides a comprehensive overview of research on DSVRPs, the main

contribution of this article is a classi�cation and evaluation of the reviewed literature. The

broad classi�cation of this article relies on di�erent stochastic parameters as in Gendreau

et al. (1996). We introduce a novel characterization based on the optimization algorithms

which distinguishes between methods relying on precomputed decisions and on methods

performing online computation. Finally, the di�erence in solution quality is analyzed be-

tween approaches considering either purely dynamic or stochastic problems compared to

those considering the combination of it.

This work starts with a summary of VRPs in Section 3.2, while the further sections

examine dynamic VRPs with the focus on a particular stochastic aspect: travel times in

Section 3.3, demand in Section 3.4, customers in Section 3.5, and problems with more

than one stochastic parameter in Section 3.6. Finally, the survey is summarized and

concluding remarks are given.

3.2 Vehicle Routing Problems

The VRP is an extensively studied but still challenging research topic. The categorization

of VRPs based on the information availability and uncertainty is introduced in Schorpp

(2010) and utilized in Pillac et al. (2013). This results in static, dynamic, stochastic, and

dynamic and stochastic VRPs . Here, the focus is on dynamic and stochastic VRPs, but
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for the sake of completeness we give a short summary on dynamic VRPs and stochastic

VRPs as well. For the static VRP, the interested reader is referred to an excellent overview

of di�erent VRP formulations in Toth and Vigo (2001) and other attractive reviews in

Cordeau et al. (2007), Laporte (2007) and Laporte (2009).

3.2.1 Dynamic Vehicle Routing Problems

In many applications, not all information about the problem instance is known in advance.

In the dynamic VRP (DVRP), also referred to as real-time or online VRP, some input

data is revealed during the execution of the plan. The most common dynamic events

in VRPs is the arrival of new customer requests but demands, service times and travel

times are possible dynamic components as well. The DVRP is extensively studied in the

literature, starting with the work of Psaraftis (1988) which demonstrates the di�erences

between static and dynamic VRPs. Larsen and Madsen (2000) presents a classi�cation

of DVRPs according to the dynamism of the system, whereas Pillac et al. (2013) classify

DVRPs regarding the type of dynamic events. Various algorithms handling DVRPs are

proposed in the literature and excellent reviews on DVRPs are given in Psaraftis (1995),

Larsen and Madsen (2000), Larsen et al. (2008), Jaillet and Wagner (2008), Schorpp

(2010), Pillac et al. (2013), and Visentini et al. (2014).

Involving dynamic information increases the complexity of the problem and new chal-

lenges emerge. The decision whether a new requests is accepted or rejected is introduced

as service guarantee in Van Hentenryck and Bent (2009) and discussed in Ichoua et al.

(2000), Li et al. (2009). Lund et al. (1996) de�nes the degree of dynamism (DOD) which

determines how dynamic a system is according to the number of dynamic request and

the number total requests. Larsen and Madsen (2000) introduced further measurements

which additionally consider the time aspect. Another challenge is to set up an appropriate

objective function, since attributes such as service level, number of serviced requests, min-

imization of response times, or revenue maximization are concerned in contrast to simply

considering travel times or distances. Since DVRPs require online decisions, a compromise

between reactiveness and decision quality must be found. A highly accepted performance

measure for online algorithms is the competitive analysis introduced by Sleator and Tarjan

(1985) and further research on this topic is presented in Krumke (2002), Angelelli et al.

(2007), Jaillet and Wagner (2008). The adjustment of the planned solution according to

the plan in execution is another crucial factor and can be performed at certain points

in time (event-based or time-driven) with di�erent updating strategies. The relevance

of DVRPs in practical use can be pointed out by the variety of software solutions and
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libraries, such as MJC21, ORTEC2, or ORION3.

3.2.2 Stochastic Vehicle Routing Problems

In almost all real-world applications, uncertainty is an inherent characteristic of the prob-

lem. Usually, information about upcoming events is available through historical data,

which can be converted into information models. The processes of data collection, anal-

ysis and provision is extensively discussed in Ehmke et al. (2012). The uncertainty in

problem descriptions can be captured in various ways, mainly distinguishing between

di�erent formalization variants, as discussed in Bianchi et al. (2009). A general classi�ca-

tion of stochastic combinatorial optimization problems (SCOP) is given according to the

moment in time where uncertain information is revealed. This results in static SCOPs,

where decisions are made before the random variables are realized and dynamic SCOPs,

where decisions are taken after some random events have happened. The stochastic VRP

(SVRP) is basically any VRP where one or more parameters are stochastic, meaning that

some future events are random variables with a known probability distribution. A clas-

si�cation according to the stochastic parameters is proposed in Gendreau et al. (1996)

and various optimization problem with uncertainty are summarized in Sahinidis (2004).

Generally, pure SVRPs have a probability distribution of the random variables available

and the optimization process is performed before they are realized. The planned routes

are not changed or updated after the realization, thus, it is often referred to as a-priori

optimization. One of the most commonly applied approaches to SVRPs is stochastic pro-

gramming (SP) where a general introduction is given in Birge and Louveaux (1997) and

SP in the context of transportation and logistics is discussed in Powell and Topaloglu

(2003), Powell and Topaloglu (2005).

3.2.3 Dynamic and Stochastic Vehicle Routing Problems

The category of dynamic and stochastic VRPs (DSVRP) has given rise to increasing

research interest in the last years. Due to recent advances in information and communi-

cation technologies, this novel problem class allows to handle real-world applications in a

more accurate manner. The advantage is, that in addition to e�ciently handling dynamic

events, stochastic knowledge about the revealed data is considered. Flatberg et al. (2005)

and Pillac et al. (2013) provide an overview on DSVRPs but with a strong focus on pure

DVRPs, whereas Ritzinger and Puchinger (2013) give a review of DSVRPs but with an

exclusive focus on various hybrid methods applied to this �eld. In recent years, the �eld

1http://www.mjc2.com/
2http://www.ortec.com/
3http://www.pressroom.ups.com/Media+Kits/ORION
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Figure 3.1: Illustration of the two groups: preprocessed and online decisions. The picture

shows that preprocessed decision approaches spend most of the computational time processing

stochastic information in the planning phase, before the actual execution of the plan. During the

plan execution the current plan is updated based on look-ups to the preprocessed information.

However, online decision approaches have to compute the results with respect to the dynamic

and stochastic information during the operational process. Finally, a dispatching system receives

an updated plan and is able to assign the vehicles.

of anticipatory optimization, dealing with the future realization of relevant parameters,

has also been connected to dynamic decision making. A summary of successful method-

ologies for anticipatory optimization and dynamic decision making, categorized regarding

di�erent degrees of anticipation, is given in Meisel (2011).

The main contribution of this work, is a comprehensive overview and detailed classi�cation

on research considering DSVRPs. As already stated, the broad classi�cation is based on

the nature of the uncertain information as de�ned in Gendreau et al. (1996). However,

the focus is on a further characterization based on the point in time where substantial

computational e�ort for determining decisions or decision policies actually occurs. This

results in two groups:

• The �rst group, preprocessed decisions, consists of approaches where policies or

solutions are computed before the execution of the plan.

• The second group, online decisions, consists of approaches where solutions are com-

puted as soon as a dynamic event occurs.

Both groups consider dynamic systems and are based on some stochastic information. In

order to tackle such systems properly, state dependent decisions must be made, which

is often named policy in the literature. The problem settings for both groups are usu-

ally modeled as Markov Decision Process (MDP) or formulated as multi-stage stochastic

models . In Figure 3.1 the di�erence between the groups is illustrated.
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Solution approaches which belong to the �rst group (preprocessed decisions) determine

the values for decision making, respectively policies, before the execution of the solution

plan. Therefore, possible states need to be constructed in advance and evaluated based

on possible dynamic events and stochastic information along a considered time horizon.

The �rst variant is to analyze general policies based on the arising states and decisions

beforehand and apply them during the operational process, e.g. always dispatch the

nearest available vehicle. The second variant, which is more relevant for this survey, is to

value possible states and their decisions before plan execution and use these preprocessed

values in the dynamic planning process. Thus, during plan execution these methods only

exploit the precomputed values to make accurate decisions for the current system state.

The second group (online decisions) di�ers in so far as a major part of the computation

is made when a dynamic event occurs. Here, a current solution plan is followed during

execution and whenever a new events arises a decision is calculated online with respect to

the current system state and the available stochastic information. This procedure is also

referred to as rolling horizon procedure or as look-ahead strategy . The solution of such

an approach is either a single decision for the current situation or a re-optimized plan.

Another possibility is to provide a greedy single decision requiring less computational e�ort

�rst and run a more intensive re-optimization later in the background. The choice of the

most adequate method to be used for reacting on dynamic events is strongly connected

to the DOD and the given reaction time.

3.3 DVRP with Stochastic Travel Times

Travel times are fundamental data in VRPs, where the importance of accurate travel

times for the considered network arises. Static deterministic travel times often exhibit

very di�erent characteristics in comparison with the real-world, since �uctuations in traf-

�c density, most notably in urban areas, are not taken into account. In order to overcome

this problem, there are the three possibilities to model travel times as time-dependent ,

stochastic, or stochastic and time-dependent . The latter variant is the combination of

stochastic and time-dependent travel times and results in stochastic time-dependent net-

works, where link travel times are random variables with time-dependent distributions.

Hall (1986) �rst studies the stochastic time-dependent shortest path problem, also called

the least expected shortest path or least expected time path where a shortest path, based

on estimation of mean and variance travel times, is constructed. The solutions are called

a-priori or non-adaptive, since no decisions are updated once the vehicle is en route. Work

on this can be found in Hall (1986), Fu and Rilett (1998) and Miller-Hooks and Mahmas-

sani (2000). VRPs applying stochastic and time-dependent travel time are presented for
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example in Fu (2002), Chen et al. (2006), Van Woensel et al. (2008), Nahum and Hadas

(2009), Lecluyse et al. (2009) and Ta³ et al. (2014). On the contrary, dynamic or adaptive

solution approaches recognize the bene�ts of an adaptive decision making process and are

investigated in this section.

3.3.1 Preprocessed Decision Support

In order to handle uncertainty and real-time information about travel times e�ciently,

travel times are analyzed and modeled appropriately and incorporated into the algorithms.

Usually, this is modeled as a MDP and it is popular to model the stochastic information

about travel times via probabilities of congestion on links. The aim is to calculate an

optimal routing policy in advance which can then be applied to the vehicle en route.

Note, that all the possible decisions are calculated and evaluated before the vehicle starts

its route. One shortcoming is the dimension of the problems. So for every possible

state regarding time, location and tra�c information an optimal routing policy must be

determined and stored. The computational e�ort can be demonstrated by the rather

small test networks used in the literature. Interesting work which considers stochastic

time-dependent travel times and which performs (optimal) routing decisions in advance is

presented in Fu (2001), Miller-Hooks (2001), Kim et al. (2005), Gao and Chabini (2006),

Gao and Huang (2012) and Güner et al. (2012). Recently, Toriello et al. (2014) propose an

approximated linear programming (ALP) approach for the dynamic TSP with stochastic

arc costs. The authors also investigate a rollout policy, where the expected costs at any

state biased by the optimal value of the LP relaxation of a shortest Hamiltonian path are

considered.

3.3.2 Online Decision Making

Here, the focus is on DVRPs with stochastic and time-dependent travel times where the

decisions for adapting the route are not preprocessed but calculated online. In Taniguchi

and Shimamoto (2004) and Potvin et al. (2006), the routes are updated according to es-

timated travel times whenever a vehicle arrives a customer location. In the former work,

the travel times are obtained by a dynamic tra�c simulation based on a macroscopic ap-

proach and results show the bene�t of using the reactive algorithm compared to the static

counterpart for test scenarios where a link is blocked for an hour at di�erent times. In the

latter case, travel times are obtained by a short-term forecast and dynamic perturbation

model and a tolerance level, which is an allowed waiting time in case of lateness, before a

reassignment action, is initiated. Results show that a good strategy is to accept lateness

in case of small deviations in travel times, but react on events of a large magnitude. Yan
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et al. (2013) deal with the planning of courier routes and introduce a time-space network

including several arcs associated with travel times and a probability. A stochastic planning

model, incorporating unanticipated lateness penalty costs and a stochastic real-time ad-

justment model, which handles dynamic requests and aims for little route adjustment, are

introduced. The results show, that the model with route adjustment yields better results.

Another essential work is presented by Schilde et al. (2014), using stochastic deviations

from time-dependent travel speeds which are deduced from historical accident data. The

positive e�ect of using such data instead of average time-dependent travel speeds is tested

on di�erent stochastic metaheuristic concepts: dynamic stochastic variable neighborhood

search (DSVNS) which is based on Gutjahr et al. (2007) and multiple scenario approach

(MSA) introduced in Bent and Van Hentenryck (2004). The results are compared to the

corresponding myopic approaches: a dynamic VNS (DVNS) and a multiple plan approach

(MPA). In contrast to the work above, the true travel speed is revealed in each iteration

of the algorithm. In general, the DSVNS performs best but the solution quality highly

depends on the DOD in so far as for highly- and non-dynamic instances the DVNS works

better. However, the MSA turns out to be unsuitable for this problem setting and, on

average, obtains no improvements.

3.3.3 Conclusion

Due to the problem speci�c constraints and the use of di�erent test instances, the algo-

rithms can not be fairly compared to each other. Nevertheless, each work demonstrates

that even though the reduction of operational costs is not extensive, the reliability (i.e.

level of customer service) increases considerably when uncertainty in travel times is con-

sidered in the solution approach. The stochastic and dynamic approaches are compared

to static or myopic counterparts and the improvement regarding the main objective of the

problem is illustrated in Figure 3.2. Note, that on the right side diverse measures are plot-

ted because no consistently presentable parameter is given for the instances. Figure 3.2

clearly indicates that almost all improvements accumulate between 0% - 10%, letting us

conclude this section with the statement that considering uncertainties of travel times in

DVRPs allows the computation of more reliable routing plans. This increases customer

satisfaction without a negative e�ect on operational costs.

3.4 DVRP with Stochastic Demand

Another intensively studied problem class is the VRP with Stochastic Demand (VRPSD),

where uncertainty in the customers demand is given. The location of the customer is

known in advance but the actual demand is revealed when arriving at the customer lo-
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Figure 3.2: Illustration of the improvements of approaches for DVRPs with stochastic travel

times compared to their static or myopic counterparts. Results for preprocessed decision algo-

rithms (left) and online decision algorithms (right) clearly show the bene�t with up to 10%

improvement of incorporating uncertainty in travel times to the algorithms. Because no consis-

tently presentable parameters are given for the instances of online algorithms, diverse measures

(time, deviation, DOD) are shown.

cation. It occurs that the required demand can not be met and the vehicle has to return

to the depot for replenishment before serving the customer. Therefore, the objective of

VRPSD is to minimize the total expected travel costs needed to serve all customer de-

mands. Typical applications for the VRPSD are the supply of gas stations or garbage

collection. Usually, an a-priori solution which incorporates stochastic demand informa-

tion is constructed and the customers are visited according to the plan without any route

updates during the operation. Whenever the customer demand is not met a so-called route

failure occurs and a de�ned recourse actions (e.g. replenishment at the depot) must be

applied. Typically, a two-stage approach is applied as proposed in Bertsimas (1992) and

Gendreau et al. (1996). The most common concepts are chance constraint programming

(CCP) and stochastic programming with recourse (SPR). An excellent review on VRPSD

is given in Campbell and Thomas (2008) and recent research on this topic is presented in

Mendoza et al. (2010), Erera et al. (2010) and Juan et al. (2011), (2013). Anticipatory in-

sertion (AI), discussed in Thomas and White III (2004), is another concept for exploiting

future information about customer demand.

While a-priori solution approaches are intensively studied, advanced planning technology

has also facilitated another approach where routing or replenishment decisions are made

dynamically, often called re-optimization approach. This novel problem class is called
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DVRP with stochastic demand (DVRPSD). This section presents work on DVRPSDs

which implies that VRPSDs are extended with the possibility of route adaption during

the plan execution phase whenever new data is revealed. Additionally, the bene�t of this

novel combination is investigated.

3.4.1 Preprocessed Decision Support

A popular method for solving a DVRPSD is to consider all states (e.g. all possible de-

mand realizations) in advance and value each state according to its performance. Such

an approach performs the evaluation of the states before the vehicle starts the tour and

enables an accurate decision making based on these values during the plan execution

phase. From the point of computational e�ort it might be very expensive to determine

all the prede�ned values, but it comes with the advantage that dynamic decisions can

be provided quite fast. This is usually formulated as a multi-stage stochastic dynamic

programming model and with the assumption that states and decisions are discrete the

value evaluation can be done by Bellman's equation. To overcome the curse of dimen-

sionality, the exact value function can be replaced by an approximation. This formulation

can either be implemented as an ALP as in Toriello et al. (2014) or as an approximated

dynamic programming (ADP) discussed in Powell (2007).

An ADP algorithm is discussed in Zhang et al. (2013) for the single-vehicle DVRPSD

based on value function approximation (VFA). An ADP algorithm based on VFA with

lookup table representation is developed and then improved by a Q-learning algorithm

with bounded lookup tables and e�cient maintenance. The algorithms are tested on the

instances of Secomandi (2001) and Solomon (1987) and results show that especially for

larger instances (up to 60 customers) the computational time could be reduced with the

improved algorithm with even slight improvements in solution quality. Another ADP

based approach is presented in Meisel et al. (2011) where the need of explicit anticipation

of customer requests is discussed. The authors consider a single-vehicle approach, where

the set of customers is divided into static and dynamic requests and for the latter either

a rejection or acceptance decision is made after its arising. The algorithm is tested on

the instances in Solomon (1987) and the results are compared the against the distribute

waiting time strategy presented in Thomas (2007) and yield better results. To the best of

our knowledge, these are the only two approaches for solving the DVRPSD reprocessing

the values for dynamic decisions making in advance.
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3.4.2 Partly Online Decisions

For the DVRPSD, this additional category is identi�ed consisting of approaches where

some of the computational e�ort is done in advance to guide the online decision making

process. This evolves from the fact that all locations are known in advance and this

information can be exploited for precalculations. A common sequential approach is the

rollout algorithm (RA), which can be considered as a single iteration of policy iteration

starting with a heuristically computed base policy. Based on its performance an improved

policy is obtained by an one-step look-ahead. Thus, decisions for the current state are

determined by approximating the cost-to-go via the base policy looking one-step ahead.

Bertsekas (2013) provides an extensive survey on RAs and Goodson et al. (2017) describes

rollout policies for general stochastic dynamic programs.

Secomandi (2000, 2001) provide the �rst computational results of a re-optimization policy

for the DVRPSD by means of a RA. A one-step algorithm is developed where the cyclic-

heuristic introduced in Bertsimas (1992) is used as base policy. Two versions (no-split

and split delivery) are analyzed and compared to a static rollout approach. Secomandi

and Margot (2009) develop an algorithm which determines re-optimization policies by

computing the optimal policy for a restricted set of states (selected by a partitioning

and sliding heuristic). Novoa and Storer (2009) extend the work in Secomandi (2001)

by implementing di�erent base policies. It is demonstrated that applying a two-step RA

yields better results than the one-step RA. However,the best performing base policy is an

adapted stochastic set-partitioning based model (Novoa et al. (2006)). Note, that these

works consider the single-vehicle DVRPSD, whereas Fan et al. (2006) solve the multi-

vehicle DVRPSD by decomposing it to single-vehicle problems �rst and applying the RA

of Secomandi (2001) to each of them.

3.4.3 Online Decisions

Online decisions for the DVRPSD are determined either by applying online algorithms or,

if computational time allows it, by recomputing the base sequence, at prede�ned states

(e.g. an event arises). Early work is presented in Erera and Daganzo (2003) where the

service region is divided into two parts and after serving all customers of the �rst part

a single real-decision is made to assign the unserved customers to vehicles considering

their remaining capacities. Pillac et al. (2012a) propose an event-driven, sampling based

MSA where a pool of scenarios is maintained. The scenarios are realizations of customer

demands and are optimized by an adaptive VNS. The selection of the next customer is

performed by a consensus function and results are compared to some large instances in

Novoa and Storer (2009). Cheung et al. (2005) present a dynamic stochastic drayage
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problem where the duration of a task (transportation from origin to destination location

combined with some intermediary activities) is considered to be uncertain. An adaptive

labeling approach within a rolling horizon procedure is developed where virtual routes

and labels are used and adapted to approximate the expected future costs. In Thomas

(2007) intermediate requests at known locations may arise while the vehicle is en-route

and waiting positions for serving these requests best possible are determined by a real-

time heuristic, called center-of-gravity heuristic. A somehow surprising result is presented

in Ghiani et al. (2012) where an anticipatory insertion heuristic (AI) is compared to a

sample-scenario planning approach (MSA) for the dynamic stochastic TSP. The main

contribution is to emphasize that anticipatory insertions, thus a-priori solutions, generate

comparable solutions while needing less computational e�ort. Even tough the MSA shows

poor performance, it has to be noted, that the MSA is sensitive to the problem structure

(e.g. no time windows are given) and to instance data. As for Thomas (2007) it can

be deduced, that an increase of the DOD has greater impact than an increase of the

likelihood of requesting customers. In Goodson et al. (2013), besides di�erent a-priori

based policies, a dynamic decomposition based rollout policy is presented to e�ectively

tackle the multi-vehicle case. The customers are re-partitioned at each decision point by

executing the �xed-route heuristic from the current state. In a further work, Goodson

et al. (2016) consider preemptive replenishment and present a RA in combination with a

sampling based approach, where a sample average approximation is applied to estimate

the expected value of a restocking policy along a �xed route to a set of scenarios. Recently,

Zhu et al. (2014) introduce the paired cooperative re-optimization strategy formulated as a

bi-level MDP, which makes use of partial re-optimization (Secomandi and Margot (2009))

and paired-vehicle cooperation (Ak and Erera (2007)).

3.4.4 Conclusion

Research shows the success of adaptive methods for the VRPSD (DVRPSD) compared to

non-adaptive approaches. In Figure 3.3 the best obtained improvements of the algorithms

are illustrated regarding the number of customers of the instances. Preprocessed decision

approaches yield an average improvement of 0− 5%, whereas, RA based methods obtain

up to 10% improvement. However, online decision approaches reveal the best bene�t.

Because di�erent instances and recourse actions are applied, no fair comparison can be

done among the algorithms but it has to be noted that the instances in Novoa and Storer

(2009) are publicly available and it is recommended to use them for comparison on future

development. Nevertheless, the di�culty of problem instances which consider stochastic

demand is measured by the expected �lling rate (EFR), which is a ratio between the

total expected demand and the total available vehicle capacity. According to Laporte
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Figure 3.3: Illustration of the bene�t on research of DVRPSDs compared to the static counter-

parts. On the left side results for preprocessed decision (marked as 4) and partly preprocessed
decision (marked as �) algorithms are shown and on the right side results for online decision
(marked as ◦) algorithms are depicted. The possibility of re-optimization for the VRPSD yields

decent improvements as shown by the results. Research on partly/preprocessed decision proce-

dures is a little bit more explored but results on online decision methods show slightly better

results.

et al. (2002) problem instances with an EFR ≥ 1 can be considered as di�cult. To

demonstrate the complexity of the tested instances, the EFR is given in Figure 3.3 in the

right column of the legend as well. EFR = 0 means that a single-vehicle with no capacity

restriction is given, whereas, in Fan et al. (2006) and Cheung et al. (2005) no description

about the total available vehicle capacity is given. Concluding this section we state that,

even though this problem class is rather new, a substantial number of papers on DVRPSD

is available in the literature with a strong focus on single-vehicle problems. The trend

is to investigate methods which are able to deal with more realistic problems, like larger

sizes of instances as well as multi-vehicle VRPs.

3.5 DVRP with Stochastic Customers

Another well studied problem class is the DVRP with stochastic information about cus-

tomers (DVRPSC). This problem class mainly arises in an environment, where some cus-

tomer requests are known in advance but others are revealed during the day of operation.

In contrast to the previous section, combined stochastic information about customer loca-

tions and the time of request occurrence is considered. This information is either available

for each customer or it is aggregated geographically and/or temporally.
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3.5.1 Preprocessed Decision Support

Besides myopic and look-ahead policies (also known as rolling horizon planning) and

policy function approximation (PFA), a successful policy in operations research and the

context of dynamic stochastic problems is value function approximation (VFA). In this

context, ADP is a powerful framework for calculating the future impact of a decision

and using an approximated value to improve it. This is demonstrated in an excellent

tutorial on ADP in the �eld of transportation and logistic in Powell et al. (2012) and

illustrated on di�erent problem classes in Powell (2007). Godfrey and Powell (2002a,b)

present an ADP algorithm for a stochastic dynamic resource allocation problem with

randomly arising tasks, whereas Spivey and Powell (2004) applied the ADP concept to

dynamic assignment problems and Simão et al. (2009) present an ADP for dealing with a

large-scale �eet management. Maxwell et al. (2010) and Schmid (2012) demonstrate the

successful use of ADP algorithms for the dynamic ambulance relocation and dispatching

problem under uncertainty. Other approaches using policies based on VFA are studied

in Mes et al. (2013), Mes et al. (2010) where a decentralized auction based approach is

considered and the exploit of incorporating historical job information and auction results

into the planning process is investigated. Recently, Ulmer et al. (2015) investigate an

anticipatory cost bene�t heuristic and an ADP approach for decision making for courier,

express and parcel services yielding better results than the myopic approach. Another

research group studies the problem of designing motion strategies for mobile agents, where

new customers arise randomly and remain active for a certain amount of time and the

objective is to meet as many customers as possible within their active time window. The

problem at hand is formulated as a DVRPSC and discussed in Pavone and Frazzoli (2010)

and Pavone et al. (2009), Pavone et al. (2011).

3.5.2 Online Decisions

Based on the growing requirement to handle real-world problems e�ciently, research ef-

forts on approaches considering online decisions for the DVRPSC have increased in recent

years. The aim is to appropriately react to new events by introducing rules that can be

easily computed in real-time. These rules consider future events in the decision making

process by generating scenarios of potential outcomes. A common concept, called sample

scenario approach (SSA), is to generate multiple scenarios of future customer requests and

include them into the planning process. After selecting the most appropriate solution for

the future, the sampled customers are removed but with the e�ect that the new solution

is well prepared for possible future requests.
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Bent and Van Hentenryck (2004) introduce the MSA, an event-driven sampling based

algorithm, where new solutions are generated regarding to a set of scenarios and main-

tained in the solution pool. The way of deciding which customer has to be visited next is

essential for the MSA. Therefore, Van Hentenryck et al. (2010) present three algorithms

sharing the same o�ine optimization algorithm and sampling procedure, but di�ering in

the way of selecting the next customer at each decision step: the online expectation al-

gorithm, the consensus algorithm and the regret algorithm. Further work is discussed in

Bent and Van Hentenryck (2005), where approaches without distribution are presented:

a machine learning approach to learn the distribution about requests during execution of

the algorithm and a historical data approach, exploiting information about past instances

and in Bent and Van Hentenryck (2007) where waiting and relocation strategies are in-

vestigated. Schilde et al. (2011) investigate the potential of using stochastic information

about future return trips for the dynamic stochastic DARP applying two SSAs: a DSVNS

and a MSA algorithm. It is shown that the incorporation of very near future information

in the planning process (short-term sampling) is most bene�cial. Another �nding is that

the DOD has a strong impact on the DSVNS, but the MSA is not a�ected as strongly.

Another short-term SSA is presented in Ghiani et al. (2009), where near future requests

are anticipated for a dynamic stochastic pickup-and-delivery problem (PDP). Instead of

using a scenario pool, an individual number of samples is determined and applied to the

best alternative solutions. Out of them a distinguished solution is selected based on its

expected penalty. Van Hemert and Poutré (2004) propose an evolutionary algorithm for

the DVRPSC, where the samples consist of request occurring in fruitful regions, which

are clusters of known customer locations that are likely to require service in near fu-

ture. Flatberg et al. (2007) introduce an approach similar to the MSA but using a simple

similarity score as consensus function. Additionally, the authors show how statistical

knowledge of events can be learned automatically from the past, but no results are pre-

sented. Hvattum et al. (2006) formulate a multi-stage stochastic model and implement a

dynamic stochastic hedging heuristic because of the problem size which is a time-driven

SSA solving each sample scenario with a static algorithm and determining a plan based

on common aspects of the generated solutions. Zhang et al. (2011) present a SSA and a

capacity reservation approach, both designed as two-stage models within a rolling horizon

framework for a multi-resource routing problem. In order to reduce computational e�ort

a small set of decision epochs is de�ned and instead of using probabilistic models in the

two-stage approach the sample average over a set of scenarios is optimized.

Besides sampling based approaches, other concepts like stochastic modeling or stochastic

strategies (e.g. waiting strategies) are investigated for the DVRPSC. Yang et al. (2004)

introduce a rolling horizon based real-time multi-vehicle truckload PDP and present a
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MIP formulation for the o�ine problem which is applied at every decision epoch in the

online strategy. Another MIP based RH approach is presented in Kim et al. (2004) where

dynamic decisions about the acceptance or rejection of requests are made based on an ap-

proximation of future vehicle utilization regarding spatial and temporal information about

future requests. Larsen et al. (2004) present a rolling horizon approach where geographi-

cal and temporal aspects about customer requests are exploited in di�erent strategies to

reposition vehicles during idle times. In Ichoua et al. (2006), a PFA algorithm utilizes

a threshold-based waiting strategy which decides how long a vehicle should wait at its

last customer location according to the probability of future requests in this area. Sáez

et al. (2008) present a hybrid adaptive predictive control approach based on a genetic

algorithm where the demand pattern is obtained by a zoning method based on a fuzzy

clustering model. Huth and Mattfeld (2011) present an algorithm which allows dynamic

truck allocation for the stochastic swap container problem and investigate strategies for

anticipating future demand realization. Results show that the use of a probability dis-

tribution is more bene�cial than using expected values for anticipating future demands.

Ferrucci et al. (2013) present a rolling horizon approach for the delivery of newspapers

and apply a temporal and spatial clustering of future requests which guides vehicles into

request-likely areas (cf. Van Hemert and Poutré (2004). It is claimed, that according to

the comprised stochastic information of the clustering, solving only one scenario is ade-

quate. Recently, Vonolfen and A�enzeller (2014) present a waiting heuristic which utilizes

historical request information based on an intensity measure and Albareda-Sambola et al.

(2014) introduce an adaptive service policy for a multi-period DVRPSC, where an aux-

iliary prize collecting VRP is solved at each time period. Additionally, a VNS based

adaptive policy is applied to solve larger instances.

3.5.3 Conclusion

This section clearly shows that most research has been done on the DVRPSC for both

categories. First, the potential of approaches based on VFA and the successful applica-

tion of ADP algorithms for various problem structures is shown. Nevertheless, the main

challenges are an accurate state formulation, the aggregation of data and the generation

of scenarios to perform an extensive training phase. All of the presented work is tested on

di�erent real-world instances, which makes an objective comparison of the results di�cult.

However, the bene�t of approaches belonging to this section, which is the improvements

of considering stochastic information about customers compared to myopic algorithms,

is depicted in Fig. 3.4 on the left side. The average improvement of the most successful

method for every work is depicted in respect to the instance size (number of customers).

Note, that the instance size in Simão et al. (2009) is 6000, but has been depicted at 600
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Figure 3.4: Illustration of the bene�t of work on DVRPSC compared to their myopic counter-
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DOD, non-sampling based approaches (marked as ◦) are not. The average results of the most

successful approaches are depicted.

for the sake of illustration.

Second, the research on online decision procedures distinguishes between non-sampling

and sampling based approaches. Both methodologies demonstrate the bene�t with up

to 60% improvement of incorporating stochastic information about future customer re-

quests into the solution algorithms as illustrated in Fig. 3.4 on the right side. Mainly, the

algorithms are tested on adapted benchmark instances (Solomon 1987) or self-generated

instances and in fact all papers focus on the comparison of their own myopic and anticipat-

ing approaches than comparing the results to other results in the literature. Note, almost

all sampling based approaches are examined considering di�erent levels of the DOD, ex-

cept for Larsen et al. (2004) who present results for a non-sampling approach regarding

the DOD. According to the advance of information and communication technologies fu-

ture research for both groups will be performed, however, it is assumed that sampling

based approaches obtain more attention because of the advantage of not depending on an

accurate probability distribution.

3.6 DVRP with Multiple Stochastic Aspects

Almost all research on DSVRPs considers not more than one stochastic aspect. Only little

work is performed on investigating the impact of incorporating multiple stochastic aspects,

e.g. consideration of stochastic travel times and customers. Based on the assumption that
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the availability of data will increase in the coming years and even better data analyses

and probability models will become possible, knowledge about the impact and bene�t of

using more stochastic information in DSVRPs is essential. Moreover, research questions

on the impact of various stochastic aspects, on the bene�t of combinations of stochastic

information, on the required level of detail have to be investigated. Furthermore, it has

to be examined which settings work best for the various classes of DSVRPs. The small

amount of research done so far on exploiting more than one stochastic element for DSVRPs

is summarized in this section.

Chang et al. (2009) propose a heuristic solution approach for a just-in-time trucking service

with stochastic travel times and service times which belongs to the group of preprocessed

decision support. Cortés et al. (2008) extend the approach in Sáez et al. (2008) which con-

siders stochastic customers, by additionally incorporating expected tra�c conditions. The

strategy approach is analyzed on scenarios with predictable and unpredictable congestion

and results show an improvement of 2.1% compared to the myopic approach. In Bent and

Van Hentenryck (2003) stochastic information about customers service times is considered

and the MSA algorithm is applied. The aim is to investigate the behavior of the MSA

algorithm on a less constrained but more stochastic problem. Results show that travel

times are reduced while not degrading the service level and it is shown that the MSA

is robust when stochastic information is not entirely accurate. Attanasio et al. (2007)

present an approach with zoning technology for a same day courier service and introduce

a forecast and an allocation module, where reliable near future predictions of travel times

and demand are generated and handed to the allocation module which assigns customer

requests and relocates idle couriers. Based on Hvattum et al. (2006), Hvattum et al. (2007)

present a branch-and-regret heuristic (BRH) for the DVRPSC which �nds better results

regarding the number of vehicles used but not regarding the traveled distance. Further-

more, the performance is investigated when the demand of known customers is uncertain

as well. The additional di�culty does not a�ect the performance of the myopic approach

(MDH), while the BRH performs worse when demands are stochastic, but performs better

than the MDH but with a smaller gap. The algorithms are also compared to the best

results in Bent and Van Hentenryck (2004), and it is shown that the MSA performs better

than the BRH. Note, that the comparison is not completely fair, because the MSA is a

event-based algorithm, which means that it is responded immediately to new requests,

which is not the case in the time-driven BRH. Schilde (2012) did extensive research on the

impact of using stochastic information during the planning process and demonstrates the

e�ect of incorporating the combination of stochastic aspects (future transports and travel

times) into the DSVNS and MSA algorithm. Results show that in contrast to the better

performing DSVNS for approaches with a single stochastic aspect, the MSA outperforms
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Figure 3.5: Illustration of all results on dynamic and stochastic VRPs grouped by the di�erent

stochastic aspects. Each group presents the results in the literature respecting the year of

publication and its according improvement of the combination of dynamic and stochastic aspects

compared to the myopic or deterministic counterparts.

the DSVNS when multiple stochastic aspects are considered. It is also shown that the

combination leads to a more stable approach, indicating that increasing the amount of

stochastic information has a positive e�ect on the robustness of the results.

Because in this section almost all reported results belong to the group of online decision

procedures, and due to space restrictions, a �gure about results is omitted. However,

to complete this section in Figure 3.5 the results of all discussed papers are summarized

grouped according to the di�erent stochastic aspects. The intensity of research for the

di�erent stochastic aspects is demonstrated and an overview of the overall performance

of the categories is provided. Additionally, it gives an idea about the chronology of

investigation on stochastic and dynamic routing problems. Figure 3.5 shows that research

on DVRPs with stochastic travel times was mainly performed in the last years, whereas

investigation on DVRPSD or DVRPSC is more equally distributed over the last decades

and research on DVRPs with multiple stochastic aspects is rather scarce in the literature.

Regarding the improvements achieved in the di�erent classes, one can see that the bene�t

of considering dynamic and stochastic aspects in VRPs yields mainly up to 20%, while

the problem classes considering stochastic customer information perform very well with

improvements up to 60 %. Figure 3.5 clearly shows the bene�t of considering dynamic

and stochastic aspects in VRPs and should be an encouragement for research in this area

in the future.
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3.7 Production and Routing Interface

A recent trend in this research �eld is the combination of production and transportation

problems and their simultaneously optimization. The inventory routing problem (IRP) is

a combination of vehicle routing and inventory management problems, where a supplier

has to delivery products to a set of customers. Solutions for the IRP are obtained by

simultaneously optimizing vehicle routing, inventory management, and delivery schedul-

ing. Coelho et al. (2014b) provide a comprehensive literature review on IRPs and classify

the problems with respect to their structural variants and the availability of customer de-

mand information. Another problem class is the production routing problem (PRP) which

combines the vehicle routing and lot-sizing problem. It is solved by optimizing inventory,

distribution, routing and production decisions simultaneously and is thus a generalization

of the IRP. An excellent survey on PRPs is given in Adulyasak et al. (2015), where dif-

ferent formulations and algorithmic issues and performance for PRPs are discussed. The

review from Chen (2010) addresses the problem that for time sensitive or make-to-order

product distribution the production process and the distribution of the products must be

linked and scheduled jointly.

The incorporation of dynamic and stochastic aspects into these problem classes is a

completely new research area indicated by the scarce literature available. Neverthe-

less, Bertazzi et al. (2013) and Coelho et al. (2014a) propose solution approaches for

the dynamic and stochastic IRPs and Adulyasak et al. (2014) introduce a dynamic and

stochastic variant of the PRP. Based on these works the relevance of considering dynamic

and stochastic aspects in PRPs and IRPs can be shown indicating that the combina-

tion of dynamic and stochastic aspects with production and transportation problems is a

promising direction for future research.

3.8 Recent Research (2016-2020)

Since the survey encloses work on DSVRPs until the year 2015, we complete this chapter

by giving a summary on relevant papers published in recent years. Most of the recent

literature investigates problems where some customers are known in advance but others

are revealed during the day of operation and stochastic information about customers

is considered. Nevertheless, there are a few papers doing research on problems with

stochastic traveltimes, stochastic demand, and stochastic release dates as well.
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3.8.1 Preprocessed Decision Support

As mentioned above, ADP is a powerful framework for calculating the future impact of a

decision using an approximated value to improve it. This is demonstrated in Van Heeswijk

et al. (2019), where an ADP algorithm using a VFA to estimate downstream costs for

a delivery dispatching problem with time windows is proposed. And compared to my-

opic approaches an average improvement of about 12% can be shown. Extensive work

on this topic is pubslished by Prof. Ulmer and its team recently. For example in Ulmer

et al. (2019), where temporal and spatial anticipation of requests is incorporated into

ADP procedures for dynamic routing policies for a DVRPSC. The bene�t of a hybrid

ADP approach, combining o�ine VFA and online RA algorithms, is demonstrated yield-

ing better results compared against a myopic policy (up to 17%). For the same problem

class, Ulmer (2019) analyzes the bene�t of reactive reoptimization and anticipation based

on ADP and an average improvement of 5.2%, respectively 4.4%, against a myopic policy,

is shown. And in Ulmer et al. (2018), a promising anticipatory time budgeting heuristic

based on ADP is presented to evaluate the free time budget regarding expected future

requests. The performance of the combination of regular delivery vehicles with drones for

a same-day delivery problem is investigated in Ulmer and Thomas (2018) by implement-

ing a PFA based on geographical districting. Furthermore, Köster et al. (2018) present

improvements of a dynamic routing policy for a DVRP with stochastic changes of travel

times against a static policy and Brinkmann et al. (2015) present a short-term and long-

term relocation strategy for a stochastic inventory routing problem (IRP) for bike sharing

systems.

Another successful technology in operations research, and closely related paradigm for

sequential decision making, is reinforcement learning (RL). A clari�cation on decision

making under uncertainty is given in the excellent work of Powell (2019). While Nazari

et al. (2018) presents a RL framework for the VRP with dynamic elements (such as

demand, or customers), Balaji et al. (2019) discuss a RL approach for online stochastic

optimization problems, by highlighting the potential of RL for real-world applications,

for instance the DVRP. Other RL based approaches for dynamic �eet management are

presented in Wen et al. (2017), Lin et al. (2018), and Holler et al. (2019).

3.8.2 Online Decisions

Solving real-world problems by online decision making e�ciently gains increasing inter-

est in recent years as well. Most commonly investigated are problems with stochastic

information about customer requests and/or the demand of customers. For example, Fer-

rucci and Bock (2016) propose a pro-active real-time routing approach, which considers
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Figure 3.6: Illustration of the bene�t of recent work (2016-2020) on DSVRPs compared to

their myopic counterpart. Both, results for preprocessed decision algorithms (left) and online
decision algorithms (right) show an improvement by incorporating stochastic information into

the solution approaches (except in Sarasola et al. (2016)). The average results of the most

successful approaches are depicted.

multiple pro�les of past request days to anticipate future request arrivals in a DVRP

with soft time windows. This approach outperforms their previous approach, where only

a single pro�le for past request days is applied. In Sarasola et al. (2016), a sampling

based approach (DSVNS) is proposed for the DVRPSD, which is able to improve results

obtained by a classical DVNS. Another sample scenario approach, which incorporated

information about future requests, is presented in Voccia et al. (2019) for a same-day

delivery problem. It is shown, that the anticipation is most valuable when many requests

occor late in the day. A look-ahead routing framework for the DVRPSC is presented in

Zou and Dessouky (2018), and Steever et al. (2019) propose a dynamic courier routing

for food delivery service. Both work show that incorporating information about future

requests is bene�cial. A recent approach is proposed in Frohner and Raidl (2020), where

a double-horizon approach for the DSVRP with delivery deadlines and shift �exibility is

introduced.

Besides stochastic customers, research on incorporating stochastic information about fu-

ture demand is for example investigated in Van Engelen et al. (2018), where a dynamic

insertion heuristic with demand forecast is introduced for the DARP. In Srour et al.

(2018), a sample scenario approach is proposed for the PDPTW, where the location of

the customers is known, but the time window reveals during the day of operation, while

in Archetti et al. (2020) a reoptimization approach for the dynamic TSP with stochas-

tic release dates is introduced. Angelelli et al. (2016) analyse a dynamic and stochastic
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variant of the traveling purchaser problem, and present three variants of reoptimization

approaches based on the concept of tenative path. Based on computational results guide-

lines for decision makers are provided, which consider the intensity level of communication

and available information.

3.8.3 Conclusion

This section summarizes work on DSVRPs in recent years and demonstrates the research

interest on this topic, and emphasizes the bene�t of incorporating stochastic information.

The fact, that all work is tested on di�erent real-world instances, which makes an objective

comparison of the results di�cult, still holds. Nevertheless, Figure 3.6 illustrates the

bene�t of approaches compared to their myopic counterpart of recently published work

by depicting the average improvement of the most successful method in respect to the

instance size.

Since this section covers recent research developments, another emerging concept is worth

to mention: digital twins. The digital twin concept receives increasing attention across

various industries recently (Cimino et al. (2019)). A digital twin is a digital representation

of physical objects or a system, and decision support is an important use case for digital

twins in logistic systems. Work on digital twins applied in real-time management of

logistic systems are proposed in Korth et al. (2018), Greif et al. (2020), while excellent

reviews on this topic are given in Jones et al. (2020) and Liu et al. (2020).

3.9 Summary

Research interest in DSVRPs has increased considerably in the last years and recent

technological development has facilitated real-time �eet management. First, it allows

obtaining real-time information about the vehicles and their positions, tra�c information,

and up-to-date information about customer requests and respective demand. Second,

novel telematics systems allow for the collection of large amounts of accurate data. The

data can then be processed using modern statistics in order to provide useful stochastic

information to the underlying optimization algorithms.

This survey has collected and classi�ed relevant recent literature on DSVRPs. While ex-

isting review articles have either considered the class of DVRPs or the class of SVRPs, we

focused on the combination of these two research �elds and investigated its bene�t. More-

over, a taxonomy of DSVRPs was presented, considering the types of available stochastic

information, and their in�uence on the proposed solution approaches. In addition, a

further characterization is identi�ed respecting the point in time where substantial com-

putational e�ort for the decision process is performed. Based on the reviewed research,
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one can conclude that the appropriate handling of dynamic events combined with the

incorporation of stochastic information about possible future events typically yields bet-

ter results compared to myopic or pure a-priori approaches. It should be noted, however

that these approaches are computationally expensive which restricts, e.g. the number of

scenarios that can be considered. On the other hand, already with today's state of the art

personal computers, satisfactory results can be obtained within reasonable time. Clearly,

technological progress will increase the potential of advanced methods even more.

Since telematics systems will further improve and become commonly used, the quality of

the obtained data will increase, thereby allowing to provide more reliable information to

optimization systems. For example, not only information from stochastic models using

historical data, but also real-time information about tra�c, requests, weather, etc. can

be taken into account through machine learning techniques. This will allow treating more

complex �eet management problems. On the one hand, problem size can increase and

system interactions will become faster, and on the other hand, more complex and manifold

data can be gathered, thus allowing for the combination of multiple stochastic aspects.

Further research could focus on gathering more reliable and robust information from the

collected data and developing methods to combine several stochastic aspects. Here, the

challenge will be to �nd out how much in�uence each individual parameter can have

and how the interaction between these aspects will look like. Additionally, due to the

increasing power and parallelization of computer processors the advantages of parallel

algorithms could be exploited to deal with huge data and time-consuming methods, such

as parameter estimation, sampling methods or background optimization procedures. In

future, research questions considering the impact and limits of using complex stochastic

information about multiple types of future events will increasingly gain importance.

Another direction of future research will emerge from the increasing demand for solving

rich or multi-attribute VRPs. It can be expected that an increased amount of real-time

and stochastic information will become available for such problems as well. Most of the

developed methods for more classical dynamic and stochastic vehicle routing variants

could be extended, but addressing complex constraints such as three-dimensional packing

might require novel approaches.

While the relevance of stochastic and dynamic information for real world applications

has been su�ciently documented, there is a certain research gap with respect to the

comparability of results and approaches. More or less all surveyed papers deal with their

own real world application or more precisely with their own arti�cial data based on real

world applications. Most are not available to other researchers since the data are often

"con�dential". The papers typically compare one dynamic and stochastic approach (or

sometimes a few variants implemented by themselves) with simple static and myopic re-
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optimization approaches and show that the more complex methods are somewhat better.

But with very few exceptions it is hard to draw clear conclusions, which of the various

alternative approaches surveyed here are the best. Hence, research should also focus on

providing general, well documented, and publicly available test beds so that a more sound

comparison is possible.





Chapter 4

Comparison of Anticipatory Algorithms

for a Dial-a-Ride Problem

Preamble

This chapter introduces a dynamic and stochastic dial-a-ride problem and presents solu-

tion approaches for a real world application. The content of this chapter is identical to

an article submitted to European Journal of Operational Research on February 17, 2021.

The article is still undergoing the �rst round of reviewing.

The contributions of the author are the design, the development and the implementation

of all the solution algorithms. The implementation of the stochastic model and the im-

plementation of the simulation framework are joint work with colleagues from the AIT.

The extensive computational experiments are performed by the author, and the analysis

of the results and the writing of the article are done together with the co-authors.

4.1 Introduction

The recent developments in information technology (detailed tracking information, e�-

cient data storage, mobile communication, etc.) are the basis for extensive data collection

and real-time support, and the increasing computing power facilitates improvements in so-

lution quality by processing this data. The research interest in the area of transportation

problems has recently focused on dynamic and stochastic approaches, where besides con-

sidering dynamic events, information about possible future events is incorporated during

the solution �nding process. The research focus is mainly on obtaining better results by

incorporating stochastic information compared to the pure dynamic counterpart. Even

though, most dynamic and stochastic solution approaches show that solution quality

bene�ts from incorporating stochastic information, it usually comes at a cost of higher
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computational and implementation e�ort. However, modern decision support systems

expect real-time decision making, requiring fast reactions and responses. According to

Crainic et al. (2009), there is a gap between state-of-the-art optimization methods and

their applications in real-time decision support systems. A crucial factor to shorten this

gap, is to provide solutions, where the time for computational calculations is appropriate

to the dynamics of the given system. Little research exists comparing more sophisticated

solution approaches to approaches which are less costly regarding implementation and

computation. Thus, research questions arise on: the value of applying a complex ap-

proach instead of using approaches requiring less time and e�ort and on the suitability

and applicability of di�erent approaches for various dynamic factors.

In this chapter, we present di�erent anticipatory algorithms for a patient transportation

problem and analyze their performance. We investigate which algorithm performs best

according to the given settings in a real-world application, such as di�erent dynamic

events, short response times, and the synchronization of data from the real world and the

planning. In order to evaluate the behavior and the performance of the algorithms, we

implemented a digital twin: It is a virtual representation of the real-world, which allows

to replicate the behavior of the �eet by simulating the actions and movements of the vehi-

cles, and by generating dynamic events, in our case. Furthermore, we demonstrate, that

besides the classic degree of dynamism introduced by Lund et al. (1996), there are other

crucial aspects determining the dynamism in such a system. This is essential, because

the frequency of replannings and adjustments depends on it and it indicates that the

computational time of the optimization algorithms is a key factor. Therefore, we question

the value of more sophisticated algorithms in such a setting compared to algorithms with

less computational e�ort in this work. For the algorithmic comparison, we develop two

types of optimization approaches which incorporate stochastic information about future

events. The �rst type implements a waiting strategy while the second approach is a sam-

ple scenario approach. The waiting strategy determines suitable locations along a route

for waiting, with the aim of positioning vehicles to areas where it is likely that new cus-

tomer requests arise. This can be done by applying a priori rules like drive �rst or wait

�rst, or incorporating stochastic information about future events like in this work. In a

sample-scenario approach, a sample which includes scenarios with possible future events

is generated at any decision point and is then used as known information in the optimiza-

tion algorithm. Furthermore, the performance of the algorithms is evaluated on di�erent

scenarios regarding dynamic events, such as dynamic requests and dynamic service times.

To guarantee a fair comparison, the information about future events is obtained from one

stochastic model and the same basic optimization algorithm is used for all approaches.

In order to test the performance of the optimization algorithms in a real-world environ-
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Figure 4.1: System overview of a digital twin based framework. Whenever an event happens,

the current state from the digital twin (A) and the best result from the background optimization

(B) are synchronized and the appropriate instance (AB) is handed to the decision maker. After

considering the new event information and replanning (short response time), the updated plan

(C) is sent to the digital twin and to the background optimization as well.

ment, we implement a digital twin based framework. The digital twin based framework

mirrors the real-world (vehicle movements and actions, service- and travel times, etc.) and

enables a practical development, testing and analysis of our solution approaches. In order

to obtain high solution quality despite short response times, a background optimization

process is integrated. Whenever dealing with a dynamic real-world, a form of data syn-

chronization between the current state and the optimization process is necessary. In our

case, where a background optimization process is implemented, the synchronization of the

current system state and the optimized route plan must be performed, before considering

new events and replanning steps. A schematic representation of the system and the �ow,

when a dynamic event happens, is given in Figure 4.1. Whenever a dynamic event causes

a reoptimization, the background optimization is interrupted and the best solution is syn-

chronized with the current system state gathered from the digital twin. The output of the

synchronization process is an instance representing the current situation (including new

events) for the optimization algorithms. After the reoptimization, which reacts to the new

data and provides a solution very quickly, decisions are made based on the best solution

and are propagated back to the digital twin as well as to the background optimization.

There exists excellent work on dynamic and stochastic transportation problems, and this

work makes several key contributions to the research �eld:

• We introduce anticipatory algorithms for a real-world dial-a-ride problem consisting
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of a large set of patient requests and multiple vehicles. The algorithms vary in their

computational complexity and the aim is to investigate the performance of more

sophisticated approaches compared to approaches requiring less computational e�ort

in a highly dynamic real-world environment. Furthermore, we investigate how the

performance of the di�erent anticipatory algorithms is a�ected, when the dynamism

in the system increases (e.g., deviation of planned times).

• We present di�erent reoptimization strategies and we demonstrate their impact on

the solution quality and the value of applying an appropriate reoptimization strategy

for the given problem.

• Since the focus is on a real-world application, we propose a digital twin based

framework, which enables sophisticated analysis of the performance of the algo-

rithms and reoptimization strategies. Furthermore, we address the question about

the communication �ow and the synchronization of data between the real-world and

the decision makers. This is an essential part when dealing with dynamic vehicle

routing problems, especially when an application in the �eld is requested, but often

neglected in the literature.

This article continues with a review of relevant literature in Section 4.2 and a detailed

description of the problem and the system in Section 4.3. In Section 4.4 the basic op-

timization algorithm and its anticipatory adaptions are described in detail. Section 4.5

includes a description of the instances, generated from real-world data, the parameter set-

tings, and the results of the comparison of the developed algorithms. Finally, Section 4.6

summarizes our work and an outlook on future work is given.

4.2 Literature Review

Vehicle routing problems (VRPs) can be categorized based on available information and

uncertainty as introduced in Schorpp (2010) and utilized in Pillac et al. (2013). An

overview of di�erent formulations for the static VRP can be found in Toth and Vigo

(2001), Cordeau et al. (2007), Laporte (2007) and Laporte (2009). The dynamic VRP

(DVRP) is a well-studied category, where not all information (mostly customer requests)

is known in advance. The so-called degree of dynamism, introduced by Lund et al. (1996)

and re�ned in Larsen et al. (2002), expresses the dynamics in a system as a ratio of

dynamic requests and the total number of requests. Variants of the degree of dynamism

are discussed, including information about time windows and reaction time (temporal

distance between the time a request becomes known and the end of the time window) as

well. Broad reviews on DVRPs are given in Psaraftis (1995), Jaillet and Wagner (2008),
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Pillac et al. (2013), and Psaraftis et al. (2016). As shown in Psaraftis et al. (2016),

a considerable part in the literature considers dynamic customers, followed by dynamic

travel times and vehicle breakdown and very little research is done on dynamic service

times (Yan et al. (2019)). In many real-world applications, one or more parameters are

uncertain. The stochastic VRP deals with uncertain information about future events

(e.g.,stochastic demands, requests, travel times, or service times). A literature review

is given in Oyola et al. (2017), a review of recent advances and future directions, in

Gendreau et al. (2016), and a uni�ed framework for stochastic optimization is presented

in Powell (2019). The forth category, as de�ned in Pillac et al. (2013), is the dynamic

and stochastic VRP, which received increasing research interest recently. The advantage

is, that in addition to e�ciently handling dynamic events, stochastic information about

the revealed data is incorporated into the solution approaches. The survey of Ritzinger

et al. (2016b) summarizes recent literature in this area, and analyses the di�erence in

solution quality considering purely dynamic or stochastic approaches compared to those

approaches considering dynamic and stochastic aspects.

The increasing availability of data and computing power demands for new views and

models for decision support( Savelsbergh and Van Woensel (2016)), and leads to new

challenges in terms of modeling dynamic events and incorporating stochastic information

about future events simultaneously (Speranza (2018)). Recently, Ulmer et al. (2020)

provide a modeling framework connecting applications and methods for dynamic and

stochastic VRPs. Growing interest is shown on same-day delivery problems, which is a

dynamic routing problem, where customer requests arise during the day and vehicles have

to pick up the goods at the depot before serving the request and in order to make better

decisions, information about future requests is incorporated. Voccia et al. (2019) propose

a solution method based on a multiple scenario approach as introduced in Bent and Van

Hentenryck (2004) for a multi-vehicle dynamic pickup and delivery problem, and Ulmer

et al. (2018) implement an approximate dynamic programming (ADP) algorithm (Powell

et al. (2012)), where immediate and future impact is considered for decision making for

single vehicle routing. Similar to this problem is the dynamic dispatching problem, as

investigated in Van Heeswijk et al. (2019) presenting an ADP algorithm, as well, and in

Klapp et al. (2018), where a rollout algorithm of an a priori policy is applied. Another

contribution is given by Steever et al. (2019), discussing a dynamic food delivery problem,

where an auction-based proactive heuristic is developed, which anticipates future system

states.

A considerable part, when dealing with a dynamic setup, is the design and implementation

of a system which is capable of handling dynamic events and evaluating the performance

of the algorithms. One possibility is to implement an event-driven system, where prede-
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�ned events cause a reoptimization (start a decision epoch) as, for example, in Steever

et al. (2019), Bent and Van Hentenryck (2004), Schilde et al. (2011). Another possibility

is to de�ne periodic decision points for updating operations, as, for example, presented in

Najmi et al. (2017), Klapp et al. (2018). One reason for rather choosing a time-driven or

event-driven implementation lies in the expected response time of the system. For quick

reactions to an event the better way is to implement an event-driven approach, because

periodical reoptimization may imply a longer reaction delay. Pillac et al. (2012b) dis-

tinguishes between periodic reoptimization and continuous reoptimization, where periodic

reoptimization approaches start with a solution and updates are performed whenever a

new optimization trigger is given. In order to minimize the response time to the dispatcher

optimization algorithms with short computational times are needed, as proposed in Lin

et al. (2014), Najmi et al. (2017), Steever et al. (2019). Continuous reoptimization ap-

proaches perform optimization throughout the day (background optimization) and store

solutions in an adaptive memory (or solution pool) and whenever a reoptimization is trig-

gered the information from the memory is aggregated. Such approaches are presented, for

example, in Gendreau et al. (1999) and Bent and Van Hentenryck (2004). Note, that is

must be ensured that solutions of the memory are coherent with the current system state.

Another aspect which is considered in this work, is the impact of di�erent reoptimization

strategies regarding to solution quality. To the best of our knowledge, the impact of the

frequency of reoptimization is only considered in Archetti et al. (2020).

A review on solution concepts and algorithms for real-time vehicle routing is given in

Ghiani et al. (2003). In Attanasio et al. (2007), Pillac et al. (2012a), Lin et al. (2014),

decision support systems for dynamic routing problems are presented. Attanasio et al.

(2007) consider a dynamic stochastic real-time �eet management problem, where a travel

time and demand forecast module and a job allocation module are presented. It is imple-

mented as an event-based approach with parallel solution algorithms, and a background

optimization running when no dynamic event must be handled. In contrast to Lin et al.

(2014), where the decision support system aims at quick responses, because the call center

has to reply to the customers immediately, Pillac et al. (2012a) design an event-driven

framework enabling �exible online optimization (parallelized) for a real-time VRP with

stochastic demands. Even though, very interesting approaches are presented, there is still

a gap between state-of-the-art optimization and embedding it in real-life decision support

systems (Crainic et al. (2009)). But according to advanced technology, the digital twin

concept has received increasing attention across various industries recently (Cimino et al.

(2019)). A digital twin is a digital representation of physical objects or a system and

decision support is an important use case for digital twins in logistic systems. For exam-

ple, in Korth et al. (2018), a digital twin for real time management of logistics systems



4.2. Literature Review 57

is proposed, while digital twins for construction site logistics are presented in Greif et al.

(2020). Recent reviews on this topic are given in Jones et al. (2020) and Liu et al. (2020).

One contribution of this chapter, is to explore the bene�t of sophisticated algorithms,

compared to approaches requiring less computational and implementation e�ort, for a

real-world application. Therefore, we compare the performance of two types of anticipa-

tory algorithms against a myopic approach by focusing on analysis concerning needs in

practice, e.g., interaction and synchronization with the real-world. Similar work is done

for problem classes in the literature by Ghiani et al. (2012), for a dynamic stochastic travel-

ing salesman problem (DSTSP) and in Ulmer (2019), considering a DVRP with stochastic

requests for one vehicle. One algorithm for comparison is a sample-scenario approach, or

look ahead algorithm as de�ned in Ulmer et al. (2020). Sampling approaches allow a de-

tailed short term anticipation, which is advantageous for problems with a high dynamism,

and it is applicable with large problem sizes. A promising algorithm in this category is the

stochastic variable neighborhood search (SVNS), introduced by Gutjahr et al. (2007). It is

the stochastic variant of the well-known variable neighborhood search (VNS) introduced

by Hansen et al. (2017), where possible future scenarios are sampled and used for the

comparison of two solutions. Schilde et al. (2011) and Sarasola et al. (2016) successfully

implemented a dynamic SVNS, and results show, that the solution quality increases com-

pared to a myopic approach. The other algorithm implements a waiting strategy (policy

function approximation in Ulmer et al. (2020)). Experiments in Schilde et al. (2011) show,

that best results are obtained by using only a single scenario with future request in the

near future. Based on that, the assumption is made, that the pivotal question is, whether

to wait at a location because it is likely that new requests occur near this location, or go

to the next location of the current plan. Therefore, we implemented two di�erent waiting

strategies, one similar to the work in Vonolfen and A�enzeller (2014), and the other fairly

distributes waiting times of the routes. Other fruitful waiting strategies are presented,

e.g., in Mitrovic-Minic and Laporte (2004), Branke et al. (2005), Thomas (2007). To

guarantee a fair comparison, the information about future events are gathered from one

stochastic model and the same basic optimization algorithms (dynamic VNS) are used.

The comparison of our algorithms is performed on a transportation problem where pa-

tients and elderly people are transported, called the dial-a-ride problem (DARP) in the

literature. In Cordeau and Laporte (2007) and Parragh et al. (2008) a summary of mod-

els and algorithms is given, and recent surveys of DARPs are given in Molenbruch et al.

(2017) and Ho et al. (2018). The DARP is an NP-hard problem (Healy and Moll (1995))

and for the static variant, many sophisticated and e�cient solution approaches are pre-

sented, e.g., in Cordeau and Laporte (2003), Parragh et al. (2010), Parragh and Schmid

(2013), Kirchler and Wol�er Calvo (2013), Gschwind and Irnich (2015), Ritzinger et al.
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(2016a), Masmoudi et al. (2017), Gschwind and Drexl (2019). The dynamic variant of

the DARP (DDARP), where some information is revealed during the day of operation, is

considered in the literature, e.g., in Attanasio et al. (2004), Berbeglia et al. (2010), Wong

et al. (2014), Häll et al. (2015), Santos and Xavier (2015), Lois and Ziliaskopoulos (2017).

New customer requests are considered as the event that requires a replanning of the cur-

rent plan. Only in Beaudry et al. (2010) additional events, such as vehicle breakdowns,

are considered. Another variant is the dynamic and stochastic DARP (DSDARP), where

di�erent types of stochastic information, such as future requests presented in Xiang et al.

(2008), Schilde et al. (2011), Hyytiä et al. (2012), or stochastic travel times discussed in

Schilde et al. (2014), are incorporated into the solution approaches. In contrast to the

work in Schilde et al. (2011), several constraints are added to meet the real-world scenario

and stochastic information of all patient requests is used.

4.3 Problem Description

Our work is motivated by a real-world application of an emergency medical service in

Vienna, Austria. The organization is responsible for performing a large part of the pa-

tient transportation requests in this city. The aim is to complete transportation requests

between pickup and delivery locations under user inconvenience considerations. Thus, we

model the problem as a DSDARP, where patients can request a transport from their home

location to a medical facility (outbound request) or after the medical treatment from the

facility back home (inbound request). Other than in the literature, where time windows

are given at the delivery location for outbound requests and at the pickup location for

inbound requests, time windows are always determined at the pickup location and are

communicated to the patient.

Each transportation request r consists of a pair of nodes (pr, dr), where pr represents the

pickup location and dr the delivery location. As we are dealing with a DDARP, there is

a call time cr speci�ed for each request r. For requests known in advance the call time

happens before the start of the day, thus cr = 0, while for dynamic requests the call time

is during the day, cr > 0. Each node n has a time window [en, ln] assigned, de�ning a

time interval in which the service must start (earliest start time en and latest possible

start time ln). Depending on the priority of a request or = {low,medium, high}, the
length of the time window at the pickup node is de�ned. Because it is not allowed to

reject a request the time windows are modeled to be soft, thus, it is ensured that new

requests can be inserted into any solution. Starting the service after ln is allowed, but

leads to a penalization (lateness) in the objective function. Patients may demand one

of three transportation modes and can be accompanied by a supporting person or not.
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The resulting demand of a pickup node is either seated q1n = 1, lying q2n = 1, or in a

wheelchair q3n = 1, and whenever the patient is accompanied, q1n is increased by 1. The

demand at the delivery node is exactly the negative demand of the pickup node. A similar

formulation for a static DARP with heterogeneous patients is presented in Parragh (2011).

In our case, some of the transport requests are declared as internal with a demand of 0,

because goods are transported instead of patients. But since it sensitive medical material

is transported, ride time limits are assigned as well. Furthermore, a service time sn is

given for each node, which determines the time needed to load and unload a patient. To

address the user inconvenience, one constraint in the DARP handles the user ride time,

which ensures that the patient is transported not longer than a speci�ed maximum user

ride time. As we consider a real-world network, the maximum user ride time for each

request ur depends on the direct travel time t̂pd from the pickup node to the delivery

node. It is speci�ed that a detour of at most 30 minutes is allowed: tpd <= t̂pd + 30.

All the patient requests are served by a �xed �eet of heterogeneous vehicles, which are

based at di�erent depots in Vienna. Each vehicle k has a depot ok and a time window

[ēk, l̄k] assigned, representing the start and end time of its shift. A vehicle is not allowed

to leave the depot before ēk and should not return later than l̄k back to its assigned

depot ok. Returning later to the depot causes overtime and is penalized in the same way

as violating the time window constraint at customer nodes (lateness). Since the shifts

of the vehicles are longer than 6 hours, a lunch break bk must be scheduled within a

given hard time window [ebk , lbk ]. To schedule a lunch break, the vehicle must be empty.

There are three types of vehicles with three di�erent modes of transportation available:

seat, stretcher, and wheelchair. The available capacities of a vehicle are speci�ed as a

vector Ck =< C1
k , C

2
k , C

3
k >, with C

1
k for seated patients, C2

k for lying patients, and C3
k

for patients in a wheelchair. The vehicle types di�er in the maximum available capacities

of the transportation modes, e.g., vehicle type 1 has Ck =< 4, 1, 1 >, vehicle type 2 has

Ck =< 4, 0, 1 >, and vehicle type 3 has Ck =< 4, 0, 0 >. Note, that so-called upgrading

conditions are applied as in Parragh (2009). For example, vehicle type 1 can transport

either a lying patient or a patient in the wheelchair at the same time. Another example for

vehicle type 1 is, that if no lying patient is transported, two seated persons can be placed

on the stretcher instead. But if a lying patient is aboard, the maximum capacity of seated

persons is reduced by two. As the number of vehicles is given, the focus is on reducing

travel times to increase the number of requests ful�lled on time. The aim is to construct

vehicle routes, such that all patient requests are served without violating the precedence

constraint, the user ride time, lunch break time windows, and capacity constraints. The

objective function is lexicographic and the primary goal is to minimize the total lateness,

which consists of late arrival at patient requests and overtime of vehicles, over all routes.
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The secondary objective is to reduce the total travel time of the vehicles.

The planning horizon of the problem consists of one working day P = [0 . . . T ]. In terms of

dealing with a dynamic DARP, we distinguish between static requests, which are known

in advance with call time set to cr = 0, and dynamic requests arising during the day with

call time 0 < cr < T . The reaction time of a request wr is de�ned as the period between

the call time cr and the latest possible begin of service at the pickup node lp. Larsen et al.

(2002) de�nes several ways to express the level of dynamism in a dynamic routing system.

The simplest one is the degree of dynamism, which is the number of dynamic requests

nimm relative to the total number of requests ntot. If there are call times and reaction times

available a more meaningful way to express the dynamics of the system is the e�ective

degree of dynamism accounting for reaction times : edodtw = 1/ntot

∑ntot

1 (1 − wi/T ) ,

de�ned in Larsen et al. (2002) as well. The service times used in the solution approaches

are average values based on historical data. Often, these times cannot be met in reality,

because patients are not ready for pickup when the vehicle arrives, or the delivery at

the medical facility takes longer because of unexpected events. Thus, additional dynamic

events can arise, whenever the service time in real life deviates from the one in the plan.

In this chapter, we consider two variants of dynamic scenarios: only new patient requests

are considered to be dynamic, and in the second variant, additionally to the dynamic

requests, the service times are modeled as dynamic events.

4.4 Solution Methods

The primary aim of this chapter is the comparison of the performance of anticipatory

algorithms for a patient transportation problem in the real-world. To ensure that the

di�erences in solution quality are based on the manner how information about future

events is incorporated, we implement a metaheuristic approach, which is able to solve

the real-world DARP e�ciently. The algorithm is VNS based, using the same operators

and settings for all solution approaches. Thus, a fair comparison of the performance

of the anticipatory algorithms is guaranteed. Next, a digital twin based framework is

proposed, which mirrors the real-world behavior. This is essential to analyze the devel-

oped algorithms appropriately, regarding the solution quality and the performance for an

application in the �eld. The next part describes the anticipatory algorithms for the com-

parison in detail. First, a sample scenario approach (SVNS), and second the anticipatory

algorithms implementing waiting strategies, are presented.
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4.4.1 Solution Approach for the Real-world DARP

The base algorithm in this work is responsible to construct a route plan for the �eet of the

medical emergency service, to serve all patient transportation requests. Many constraints

must be ful�lled to cope with the real-world DARP as speci�ed in Section 4.3. While

almost all constraints are covered in the literature, the challenge is to respect all of them

simultaneously. In the following, the most successful setup is presented, which is the

result of a comprehensive preliminary testing phase.

Route Evaluation

The performance of heuristics in this �eld (in the �eld of rich VRPs such as multi-attribute

VRPs) is linked to their capability of evaluating solutions e�ciently. Since we deal with

a multi depot problem and vehicles have di�erent shifts assigned, each route starts and

ends with a vehicle node instead of one single depot node. The evaluation of routes is

based on sequences, where information about route segments is stored and reused in the

search process. The concept of e�cient concatenation of sequences of routes is introduced

in Vidal et al. (2014). In this work, segments of routes always start with a depot node and

forward concatenations of single nodes are performed. The required data for the forward

concatenation considering all given constraints is computed by an appropriate calculator.

It consists of capacity, time window, and user ride time calculations, as well as lunch

break insertions. The computed data can be used for feasibility checks of a route and for

computing the objective value. Note, that regarding the time values, exact arrival and

departure times at nodes are not calculated for the segments, to improve computational

e�ciency. This information does not in�uence the objective value and is not needed

during the search process, because here user ride time is a constraint and not part of the

objective function. Therefore, the calculation of the arrival and departure times in a node

is performed at the end for the best solution, as proposed in Tang et al. (2010). In the

following, the components of the data calculator are described brie�y.

Capacity The demand according to the transportation modes is given for each node

(pickup and delivery), as well, as the capacity for the vehicle nodes. The data stored for a

sequence is an array representing the currently available capacity of each transportation

mode in the last node. To handle the upgrading conditions correctly it is necessary to

store a �ag, whether there is a lying patient on board or not. For example, if the available

capacity of a sequence is Ck =< 0, 0, 1 > and forward extension at a delivery node with two

seated patients is done, no information is given whether C2
k = 0, because a lying patient

or seated persons are placed at the stretcher. In the case a lying patient is aboard, the

new available capacity after delivering two seated patients is Ck =< 2, 0, 1 >, but if no
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lying patient is loaded, the new capacity is Ck =< 2, 1, 1 >, because of the upgrading

conditions.

Time Windows The calculation of time window feasibility and violation is based on

the concept of time window relaxation, introduced in Nagata et al. (2010), and extended

by Schneider et al. (2013), for the vehicle routing problem with time windows. The idea

is, that the time window penalty of a sequence is accumulated, in order to meet the time

window constraint. In this way, the violation of a time window is not propagated to a

later node in the sequence, but the value is stored and can be used for the forward con-

catenation, respectively calculation of the objective value (lateness). Since we introduced

vehicle nodes, this concept works for the overtime calculation as well. The data stored

for a sequence are the accumulated time window violation, the earliest and latest possible

departure time of the �rst node (vehicle node), and the duration of the segment.

User Ride Time The most challenging part is to perform calculations for the user

ride time constraint e�ciently. Usually, routes and schedules are generated by following

the principle of starting the service at a node as early as possible. Unfortunately, this

principle is not working for the DARP. It can happen, that starting the service later at

a pickup node pi will prevent waiting at a successive node, thus, decreasing the user ride

time of request i (becoming feasible). The crucial part in the forward concatenation is

to calculate and store information about the latest possible delivery time for the open

requests on the route. A request is called open, if the pickup location is already visited,

but not the corresponding delivery location. The implementation in our calculator for the

user ride time constraint follows the work presented in Gschwind and Irnich (2015), and

Gschwind and Drexl (2019).

Lunch Breaks Since it is requested to schedule lunch breaks for the vehicles, a route

evaluation operator is introduced to account for the best choice of time and place, based

on the work in Vidal et al. (2014). The idea is, that for every route segment, data

with a scheduled lunch break and data without a scheduled lunch break, are stored. For

the data set with a scheduled lunch break, the time of the lunch break is re�ected in

the duration of the time window calculator, and additionally, the position of the lunch

break is stored. With any forward concatenation of a node, again data with, respectively,

without a lunch break scheduled, is performed and the better solution is stored for the

new segment (dominance check). As a result, the best position (place and time) for the

lunch break on a route is computed.
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Metaheuristic Approach

Several publications show the success of VNS based solution approaches for the DARP,

as for example Parragh et al. (2010), Schilde et al. (2011), and Molenbruch et al. (2017).

We therefore opt for a General VNS (GVNS) to solve the given real-world DARP. A

detailed description of the GVNS is given in Hansen et al. (2017). It consists of a shaking

procedure (to escape the local minima) and an improvement procedure (local search)

which is a variable neighborhood descent (VND).

Initial Solution A straightforward best �t parallel insertion heuristic is implemented to

generate an initial solution. In a �rst step empty routes are constructed for each vehicle.

The routes thus consist of the two corresponding vehicle nodes. This is a reasonable

approach as the size of the �eet is given and the minimization of vehicles is not an

objective. The requests for insertion are sorted according to the start of the time window

of the pickup nodes �rst, and then according to the length of the time window. Then,

the requests are inserted iteratively into the solution. The heuristic checks all feasible

insertion positions of the pickup and delivery node and selects the one with the lowest

costs in terms of the objective value. This procedure is also applied to insert new patient

transportation requests into the current plan. For the insertion of a new request, a �rst

�t insertion heuristic, as well as, a 2-regret insertion heuristic were tested, but they are

not competitive with the best �t insertion approach.

Local Search The improvement procedure within the VNS is a VND. The VND ex-

plores several neighborhood structures in a sequential way in order to improve the current

solution. The sequential neighborhood change step, as described in Hansen et al. (2017)

is applied, where the order of the neighborhood structures is de�ned. Whenever an im-

provement is found in some neighborhood structure, the search continues with the �rst

neighborhood structure, otherwise the search goes on with the next neighborhood. The

applied search strategy is a �rst improvement policy and the moves in a neighborhood

are explored in random order. The procedure stops, when a local optimum is reached in

every single neighborhood. Since a large search space must be explored (large instances)

and computational times are restricted, a move limit within a neighborhood structure is

introduced additionally. Four moves de�ning the neighborhood structures are applied.

Whenever a move is performed it is ensured that both, the pickup and the delivery node,

are moved. The relocate move shifts a request from one route to a di�erent route, while

the exchange move swaps the position of two pickup nodes of di�erent routes and inserts

the according delivery node to the other route. Based on the zero split concept presented

in Parragh et al. (2010), we introduced two more moves. A zero split point of a route is
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given whenever the vehicle load is 0. Thus, the block relocate move shifts a sub-sequence

of nodes between two zero split points from one route to another one. The block exchange

move swaps sub-sequences of nodes between zero split points of two di�erent routes.

General VNS The aim of the shaking procedure in the VNS is to try to escape the

local minima by performing larger moves. In this work, several shaking neighborhoods are

de�ned di�ering in the number of routes, and the neighborhoods are changed in a cyclic

manner. The shaking move selects a given number of routes randomly and removes a

request from each route, also selected randomly. The removed requests are then inserted

into the solution again. Since only feasible solutions are created, any shake move is

accepted, even if the objective is worse. After an iteration of the VNS (shaking and local

search) the candidate solution will be accepted if the objective value is better than the

current solution. The stopping criteria of the VNS is a time limit. Since response times

in the real-world application are critical, it is ensured that the VNS stops after the given

time limit. Therefore, the time limit is also propagated to the VND algorithm, because

otherwise it happens that �nishing the VND would cause a violation of the time limit.

4.4.2 Dynamic Solution Framework

The dynamic behavior of the problem requires a simulation and decision making frame-

work, ensuring the handling of problem speci�c information and enabling adequate testing

of the proposed algorithms. Figure 4.1 depicts the framework, which consists of two ma-

jor parts, the digital twin, which is responsible for the reproduction of the real-world.

Besides the simulation of the real-world (moving the vehicles accordingly), it is respon-

sible for the time management, and the preparation of the instance data (vehicle data,

request information, call times, travel times, etc.). And the other part is the decision

maker, which includes the event handling and the optimization of the problem instance

obtained from the digital twin module. Based on the solution of the optimization al-

gorithms, decisions are made and communicated back to the digital twin. Additionally,

this information is handed to the background optimization as well, which is part of the

decision maker module, with the aim to utilize the time between events for improving

the solution quality. The design of the communication between the digital twin and the

decision maker is an essential part. The aim lies in de�ning a setup, which corresponds

to the given real-world problem, to ensure an appropriate information about the solu-

tion quality of the algorithms, and to allow an easy replacement of the digital twin by

the real-world. Note, that many simulation frameworks in the literature focus on testing

the developed dynamic algorithms, however neglecting the part of interaction with the

simulation, respectively real-world. Though some approaches react on new requests and
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integrate them into the current solution, the way when the solution is propagated back

to the real-world is not de�ned. Respectively, other approaches de�ne allowed response

times (e.g., one minute), but what happens if new events arise in the meantime, is not

de�ned. Our framework addresses these points and provides a communication strategy

and synchronization process between the real-world and the decision maker. At the end

of the simulation (e.g., one working day), the digital twin has stored all movements of the

vehicles, such as the arrival time, the begin of service, the end of service and the departure

time of all stops. This �nal state is taken into account for analysis and the evaluation

of the performance of the algorithm. In the following, we describe the essential parts of

the digital twin, whereas, the decision maker module consists mainly of the optimization

algorithms proposed in this work.

Event Handling Because quick reaction to changes in the environment are expected,

the framework is set up in an event-driven way. Thereby, decisions can be provided

immediately after the events responsible for keeping the daily business operating. There

exist two types of events in the system. First, whenever new requests materialize (call

time of a request is now) a new event is created. The second type concerns the state of

the vehicles. The digital twin based module has implemented a state machine, where all

possible vehicle states and transitions are de�ned. Whenever a state transition occurs

(e.g., from vehicle is en-route to vehicle arrives at a location), an event is raised. Note,

that an event is raised at all de�ned state transitions, but the decision which event triggers

a reoptimization of the route plan falls into the responsibility of the decision maker. This

results in di�erent reoptimization strategies. In the default setting (strategy RF ), the

decision maker listens to new request events and to events when a vehicle �nishes the

service at any location. But as it is demonstrated in the result section, it is worth to test

the performance of the algorithms for various event handling mechanisms, e.g., events

trigger a reoptimization when a new request arises and at zero split points instead of each

stop location (strategy RZ), or reoptimization is done only at new request events (strategy

RN). Depending on the event type a limit for the response time can be de�ned in the

framework. In our case, response times are rather short (1 second) for all events. Since the

driver knows only the current transportation request(s) (in case of a consolidation more

than one request), it is essential that when a vehicle �nishes its service at a zero split

location, the information about the next transport must be communicated immediately.

Also, if the new request requires an immediate service, the new plan must be available

rather quickly. Thus, response times are supposed to be rather short for all events (1

second) in this framework.



66 Chapter 4.

t=5

t=8

P1

P2

D1

D2

P4

P3

D4

D3 P5 D5

t=8

P1

P2

D1

D2

P4

P3

D4

D3 P5 D5

P1 D1

P4

P2

P3

P5

D4

D2

D3

D5

P1 D1

P4

P2

P3

P5

D4

D2

D3

D5

P1

P2

D1

D2 P4

P3

D4

D3

P5

t=5

D5

t=8

P1 D1

P4

P2

P3

P5

D4

D2

D3

D5

Figure 4.2: This �gure demonstrates the necessity of the synchronization between the system

state from the digital twin module (respectively real-world) and the plan from the background

optimization for the reoptimization strategy RN . Part a) shows a section of the plan after

�nishing an event handling (e.g., new request was inserted) at timestamp t=5. This plan is

referred back to the digital twin module and to the background optimization thread as well.

The other 2 pictures include the status when the next event happens at timestamp t=8. The

background optimization is stopped whenever a new event happens and the current best plan

is available for further optimization and depicted in part b). According to the background

optimization it is better to exchange the two requests (P3,D3 and P4,D4). On the contrary, the

system state in part c) shows, that the vehicle has already departed towards P4 and thus, cannot

be replanned (frozen stop). This small example demonstrates the need of synchronization when

dealing with real-world problems, often neglected in the literature.

Interaction There are two directions of communications in the framework. On the

one hand, the digital twin module is responsible for propagating system changes, and

providing the current system state to the decision maker. On the other hand, the decision

maker is in charge of sending an updated plan back, in order to continue appropriately.

Thus, the transformation from the status of the real-world to an optimization problem,

as well as, the transformation from a route plan back to the real-world must be provided

correctly and in a well-de�ned manner. In this system, the interaction is event-driven.

Once an event happens, the current system state is translated to a problem instance for

the optimization. Since the redirection of vehicles which have a transport in progress
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is not allowed, reoptimization starts at the next zero split point of the route (vehicle

is empty again) and currently served stops are not considered for reoptimization (frozen

stops). Hence, the instances consist of all known request (requests scheduled after the zero

split point and if so new requests) and updated vehicle information. The start location

and the start time of the vehicle are set to the values of the last frozen stop (location and

end of service time). This instance is then optimized until the given time limit is reached

and the new route plan (combined with the frozen stops) is handed back to the digital

twin module, in order to continue. The correct transformation is a crucial part when

implementing the framework, because otherwise the wrong system state is optimized, or

else a failure in the route plan causes incorrect moving of the vehicles in the simulation.

Background Optimization Another feature of the presented framework is, that back-

ground optimization is performed continuously, since response times are rather short. The

advantage is, that the time between events is used for further optimization, but with the

issue that the result of the background optimization must be synchronized with the current

system state. The same optimization algorithm is used in the background optimization as

in the decision maker module, but it runs in a distinct thread without a time limit. By the

time the route plan is handed to the digital twin module, the background optimization

is started with the same plan as starting solution. Whenever a new event happens, the

background optimization is stopped and its best known solution is synchronized with the

current system state. This is important, because the state and the solution can diverge

since the background optimization does not know what is going on in the simulation,

respectively real-world. A small example in Figure 4.2 illustrates the importance of the

synchronization step. Thus, before using the plan from the background optimization in

the next optimization step (considering the new event) it is adjusted to the current sys-

tem state. In the case of infeasibilities, the corresponding requests are removed from the

solution and inserted again in the next optimization step (together with possible new

requests). After the optimization, the background optimization thread is restarted with

the new plan as starting solution and runs until another event triggers a reoptimization.

In this application, inter-arrival times of events are rather short (due to the large instance

size). Thus, the time for the background optimization is short as well. Although longer

runtimes are usually bene�cial, it would come with the drawback that the divergence

between the current state and the plan from the background optimization increases.

4.4.3 Anticipatory Algorithms

Based on the fact, that some of the patient requests are on a regular basis (e.g., dialysis

patients) and historical data is available (like time windows, request types, locations of
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Poisson model

Variable name Value Std (p-value) Variable name Value Std (p-value) Model Statistics Value

(Intercept) −9.83∗∗∗ 1.02 (0) Mon 1.42∗∗∗ 0.23 (0) AIC 2800.16
time_7 5.69∗∗∗ 1.02 (0) Tue 1.64∗∗∗ 0.22 (0) Log likelihood −1371.08
time_8 7.54∗∗∗ 1.00 (0) Wed 1.51∗∗∗ 0.23 (0) Deviance 1804.28
time_9 7.49∗∗∗ 1.00 (0) Thu 1.62∗∗∗ 0.22 (0) # Observations 10648.00

time_10 6.02∗∗∗ 1.01 (0) Fri 0.88∗∗∗ 0.24 (0.0003)
time_11 5.64∗∗∗ 1.02 (0) Sun −2.48∗∗∗ 0.74 (0.0007)
time_12 5.18∗∗∗ 1.01 (0) cos_1 0.28∗∗∗ 0.07 (0)
time_13 5.44∗∗∗ 1.02 (0) cos_3 −0.10 0.06 (0.1086)
time_14 5.18∗∗∗ 1.04 (0) cos_4 −0.35∗∗∗ 0.07 (0)
time_15 4.44∗∗∗ 1.09 (0) sin_4 −0.21∗∗∗ 0.06 (0.0007)
time_16 4.84∗∗∗ 1.05 (0) AR_opp12 0.61∗∗∗ 0.15 (0)
time_17 3.84∗∗∗ 1.12 (0.0006) AR_opp21 −0.16 0.10 (0.1325)
time_18 4.13∗∗∗ 1.10 (0) AR_opp23 0.26∗∗ 0.10 (0.0077)
time_19 3.85∗∗∗ 1.12 (0.0006) AR_6 −0.61 0.34 (0.0764)
time_20 3.17∗∗ 1.23 (0.0098)

∗∗∗p < 0.001, ∗∗p < 0.01, ∗p < 0.05

Table 4.1: The Poisson model for patient transport trips from the 19th district to the 9th district.

pickup and delivery), information about possible future events can be exploited during

the planning phase. Therefore, a stochastic model is implemented, which computes in-

formation about expected future request. The stochastic model aggregates geographical

information and time information, computing the number of expected requests for each

pair of districts within the next hour. To provide a fair comparison of the anticipatory al-

gorithms, the information of the stochastic model is once applied as scenarios for a sample

scenario planning approach, and once as demand information within a waiting strategy.

In the following the stochastic model and the anticipatory algorithms are described in

detail.

Stochastic Model

The demand for patient transports between districts is modeled for one-hour intervals

using Poisson models. These generalized linear models explain the logarithm of the mean

of the counts of patient transport trips µ using a linear function of explanatory variables

x as ln(µ) = x′β, where β are parameters of the model �tted to the data (see Zeileis et al.

(2008) for details on count model regression). Similarly to Attanasio et al. (2007), the

explanatory variables are the time of the day in one hour intervals (timehh) and weekdays

(Mon−Sun). In addition, a linear trend is added to the model as well as sine and cosine

variables

sin_i(t) = sin(
2πit

24 · 365
),

that model yearly seasonality, where t is the time interval and i = 1 . . . 4. Finally, an

auto-regressive variables AR_i and counts for trips in the opposite direction AR_oppi
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Figure 4.3: This �gure depicts two examples, where historical data is compared to the output

of the stochastic model. The demand from one district to all other districts in Vienna is shown.

On the left side the data from the 22th district to all other districts is shown, and on the right

side another example for the 12th district is given.

for i = 1 . . . 24 are added to test if return trips are booked and if trips in the same direction

in previous hours somehow have an in�uence on the demand. To avoid over�tting of the

models, a step wise algorithm is applied that takes away or adds one variable in each

step such that the Aikake Information Criterion (AIC) is optimized (see e.g. An and Gu

(1989)). An example for a resulting model for patient transport trips from 19th district

to 9thdistrict (where one of the main hospitals in Vienna is based) is shown in Table 4.1.

Looking at the parameters it can be seen that Monday to Thursday in the morning hours

the number of trips taking place is the highest and that trips in the opposite direction 12

and 23 hours before the time interval increase the number of trips in the current interval.

Figure 4.3 depicts the output of the model, where the instance data is compared to the

output data of the stochastic model.

Sample-scenario Planning

A sample-scenario planning approach samples stochastic information and constructs so-

lutions based on sampled scenarios. Thus, for stochastic requests, a sample consists of

one or more scenarios, which consists of possible future transportation requests. At each

decision point, a static and deterministic problem is solved including the sampled infor-

mation (requests) as known information. In our case, the sample is generated based on

the information provided by a stochastic model.
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Sampling A sampling procedure, draws a sample Z of s independent scenarios ω1, . . . , ωs.

Each scenario consists of a number of possible requests, based on the output of our stochas-

tic model. According to the number of possible requests for each pair of districts on an

hourly basis, stochastic requests are generated and added to the scenario. The call time

of the stochastic request is chosen randomly within the corresponding hour, the pickup

and delivery location are chosen randomly within the corresponding district, and the time

window is set randomly either. The scenarios consist of requests for the entire instance,

but what stochastic requests are used in the optimization algorithm depends on the sam-

pling horizon Sm. At each decision point, only those stochastic requests are considered,

where the pickup time window starts not more than Sm minutes in the future (and the

call time is now or in the past). Thus, the size of the applied scenario strongly depends

on this parameter.

Stochastic VNS The implemented GVNS is extended by the SVNS concept presented

in Gutjahr et al. (2007). The SVNS is based on the general structure of a VNS, mainly

di�ering in the comparison of solutions. Every time a comparison of solutions needs to be

done, a sample of s scenarios is generated as described above. All possible future requests

of a scenario are inserted into the solution (best �t insertion) and the objective value

is computed for the solution incorporating the future requests. In the SVNS algorithm,

the solutions are compared based on the sample average estimator (SAE), which is the

average objective value over all s scenarios. In this way, the solution with the better

average objective value, with respect of possible future transports, is preferred. The

implemented SVNS is similar to the original SVNS, except that the proposed tournament

step is omitted because it extends runtime with no improvements of the results. The

GVNS is adapted in the way, that before every local search a sample Z is generated

respecting the number of scenarios s and the given sampling horizon Sm. The exploration

of the neighborhood structure is done by using the SAE. Thus, every move evaluation

within a neighborhood incorporates information about possible future requests. After the

local search, a new sample is generated and the decision whether the solution is accepted

or not, is based on the SAE as well. Other work, e.g., Schilde et al. (2011) and Sarasola

et al. (2016), omit the SAE calculation in the local search procedure for better results,

but this is contrary to the results of our preliminary experiments. Note, that the SAE

calculation takes far more runtime and due to the restricted response time, less moves

and iterations can be performed.
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Waiting Strategies

Results in previous work (e.g., Schilde et al. (2011)) show, that the most e�ective setting

for the SVNS is to apply a single scenario and a rather small sampling horizon. We assume

that this setup shows a similar behavior as a waiting strategy, since the sample consists

of stochastic return transports from medical facilities in the very near future. Thus, by

evaluating the solution with the sample, gaps for possible return transports are provided

at the beginning of the routes of vehicles, which are currently located at medical facilities.

Based on this assumption, and the potential of waiting strategies described in previously

published research, e.g., for dynamic VRPs in Ichoua et al. (2006) and for dynamic pickup

and delivery problems (DPDP) in Vonolfen and A�enzeller (2014), we developed a waiting

strategy for the problem at hand as counterpart to SVNS. Another argument for applying

a waiting strategy are the limited response times in our environment. Thus, fast algo-

rithms exploiting information about future events are desirable and the research question

if such an approach can compete with a sophisticated SVNS approach is investigated. In

this work, we implemented two di�erent waiting strategies. The �rst, coverage algorithm

(CA) is based on the demand information provided by the stochastic model to allow a fair

comparison against the SVNS. The second approach, intensity algorithm (IA) is based on

the work in Vonolfen and A�enzeller (2014) by simply utilizing historical data instead of

a stochastic model. The two approaches are described below in more detail.

Coverage Algorithm (CA) In the case waiting times appear in the route plan between

two locations, the algorithm aims to locate vehicles at locations in those districts, where

it is more likely that future requests arise according to the output of the stochastic model.

Note, that the entire waiting time between two locations is spent either at the location

after �nishing the service or the next location before starting the service. The aim of

the presented coverage algorithm (CA) is to balance the number of stops with potential

waiting times and the number of possible future demand within each district. In contrast

to a simple waiting strategy (e.g., wait �rst, as for example implemented in the myopic

approach), the CA determines the waiting locations by an exact algorithm, running as

a post processing step every time the GVNS is �nished. Therefore, an exact model is

implemented and solved by an exact solver (CPLEX). To ensure the limited response

time in our system, the time limit for the GVNS is reduced by the runtime of the CA

(50 ms).

For the exact CA, a set of zones Z, which consists of all districts is given. Additionally, a

set of nodes N is de�ned, containing nodes with potential waiting times. Which means,

that only those nodes of the route plan are considered between which waiting times occur,

the other nodes of the route plan are not included in the problem space. And the set A



72 Chapter 4.

Figure 4.4: It demonstrates a small example of the idea of the CA with 6 zones (districts). The

stochastic demand dz for zone z within the next hour (rectangles), and the potential waiting

stops (black points) within this period, are given. The aim is, to position the vehicles such that

the stochastic demand is covered in the best way, where covered means to balance the di�erence

between waiting stops and demand over all districts. The objective value for each zone is speci�ed

by oz. The red points in the �gure represent the result from the CA, thus, the determined waiting

stops.

consists of those arcs (i, j) ∈ A with i, j ∈ N of the route plan, where the vehicle has to

wait either at node i or node j. For each zone z ∈ Z a demand dz is given, representing

the number of possible future requests in zone z according to the stochastic model. The

model consists of the decision variable xzi , i ∈ N, z ∈ Z, which is set to 1 if the vehicle has

to wait at node i, and 0 otherwise. The aim is to minimize the gap between the potential

waiting locations xzi and the demand dz for all zones. The model is de�ned as follows:

min (dz −
∑
i∈N

xzi )
2, ∀z ∈ Z (4.4.1)

subject to xzi + xz
′

j = 1, ∀(i, j) ∈ A,∀z, z′ ∈ Z, z 6= z′ (4.4.2)

xzi ∈ {0, 1}, ∀(i) ∈ N, ∀z ∈ Z (4.4.3)

where (4.4.1) is the objective function, minimizing the gap between waiting locations and

demand for all zones, and (4.4.2) ensures that the vehicle waits exactly at one node (either

at node i or at node j) of the corresponding arc (i, j) ∈ A. In Figure 4.4, the idea of the

CA is depicted.

Intensity Algorithm (IA) The most decisive factor for implementing another waiting

strategy is the motivation to use an intensity measure instead of a stochastic model as

stated in Vonolfen and A�enzeller (2014). A stochastic model needs a certain data quality

and mostly requires intensive preprocessing steps (Ferrucci et al. (2013)), but this is not

always given, especially when dealing with real-world problems. Hence, the Intensity

algorithm (IA) is a counterpart to the proposed SVNS and CA, which does not require

the implementation of a stochastic model. Besides that, this algorithm di�ers from the
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CA in the way that the waiting time is prorated between the locations according to their

intensity values (the CA decides to wait the total time either at the current or the next

location). The intensity value is calculated based on a set of historical transportation

requests r̄ ∈ R̄, where the set N̄ consists of the pickup and delivery node of the historical

requests r̄. Based on the intensity value, the waiting time is distributed between the two

corresponding nodes i and j. The intensity value considers the geographical and temporal

closeness of node i in comparison to node j. For the geographical closeness, a rectangle

is drawn with node i as center node and the temporal closeness is represented by an

interval around the service time ti of node i, which is the end of service time in case of

a departure node and the start of service time for an arrival node. For the calculation

of the intensity value of a node i, the subset N̂i ⊂ N̄ is considered, which consists of all

nodes satisfying the geographical and temporal closeness. The intensity oi of a node is

calculated by oi =
∑N̂i

k t̂ik/|N̂i|, and then the ratio between nodes i and j is determined

as Iij = 1− (oi/oi +oj). Thus, the actual waiting time ôi at node i is the available waiting

time yij multiplied by the ratio ôi = yij ∗ Iij, and the remaining time is waited at node j

with a waiting time of ôj = yij − ôi. Due to practical application and in order to reduce

the organizational e�ort, waiting times less than 5 minutes are not split and the total

waiting time is spent at one location (if Iij > 0.5 at node i).

4.5 Computational Experiments

The digital twin based framework enables an extensive evaluation of the implemented

algorithms and the computational experiments are performed on a set of test instances,

generated based on real-world information and data we gathered from the emergency med-

ical service in Vienna. A detailed description of the instances is given in Section 4.5.1. The

framework and the optimization algorithms are implemented in Java and experimental

computations are performed on the environment of the VSC-3 (VSC - Vienna Scienti�c

Cluster (2020)). Theoretically, each test run lasts 18 hours, starting at the timestamp

3am by creating an initial solution of the static requests with a runtime of 3 hours. The

simulation of the day of operation lasts from 6 a.m. until 9 p.m.. For the sake of saving

some computational time, the initial solution for each instance is calculated once and

used for all test runs. Thus, simulation time starts at 6 a.m. and ends at 9 p.m. The

presented results are the average objective value of 20 runs. The computational e�ort

for the results in this work is rather high, e.g., obtaining the �nal results for this section

comprising 7 types of algorithms, 3 reoptimization strategies, 2 types of dynamic events,

20 instances, 20 runs, and a simulation period of 15 hours, results in approximately 252k

hours of runtime (which includes only the �nal results presented in Section 4.5.2 and
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Section 4.5.2). As stated in Schilde et al. (2011) a speed up factor for the simulation time

does not yield representative results. In our work this is even more the case, since the

impact of the background optimization is investigated. The parameters for the GVNS are

based on numerous preliminary results, and in order to provide a fair comparison of the

di�erent algorithmic concepts (myopic vs. waiting strategies vs. stochastic), the same

settings are used for all variants.

4.5.1 Instance Data

Since the data from an emergency medical service in Vienna are available, the generated

instances are strongly based on these data. The data of the daily operations for the

period of 17 months are available, consisting of 284,905 anonymized patient transportation

requests. For the computational experiments we generated an instance set of 4 weeks

distributed over the year, considering business days (Monday to Friday), since the business

of patient transports is sparse and not representative on the weekend. This results in 20

test instances. A substantial part of the requests is dynamic and arises during the day of

operation, and only a small part is available on the day before. The call time of static

requests is cr = 0 and the dynamic requests in the instances have their call time between

7 a.m. and 6.30 p.m., since a whole day of operation is considered. Besides the call time,

each request has a given due time mr at the pickup location and a given priority or.

Based on these values, the soft time windows for the requests are generated such that the

due time plus a bu�er time according to the priority specify the end of the time window

at the pickup location: lpr = mr + or, where or = 10 for low, or = 5 for medium, and

or = 0 for high priority requests (in minutes). Since for high priority requests, there is

no bu�er time, the due date is the end of the time window mr = lpr . In general, the

service can start 10 minutes before the due time, thus epr = mr − 10). If a vehicle arrives

before epr , it has to wait. However, there is a part of high priority requests which must

be served immediately (e.g., assistance with an emergency) requiring that the start of the

time window corresponds to the call time (immediate requests). For the delivery location

the time window can be restricted such that: edr = epr + sp + t̂pd and ldr = lpr + sp + ur.

The average number of vehicles is 49.5 (std=8.3%), the average number of transportation

requests per weekday is 593.2 (std=7.1%) and a summary of the average statistics of the

instances per week is given in Table 4.2. Figure 4.5a presents the average number of call

times and due times per hour for all instances. The second bar distinguishes between the

amount of due times from the static and the dynamic requests. The peak at 9 a.m. and

12 p.m. for the due times of static requests is based on the fact, that medical facilities

have speci�ed times for special treatments (e.g., dialysis patients). Additionally, the �gure

shows the high dynamics of the instances, since the call times extend over the whole day.
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vehicles request static dynamic outbound inbound low medium high dod edodtw wr

week1 47.2 579.4 124.0 455.4 254.6 244.4 3.8 182.4 317.6 | 75.6 0.778 0.770 26.91
week2 53.2 611.0 133.8 477.2 248.4 254.0 2.4 182.8 320.6 | 105.2 0.772 0.764 27.77
week3 50.4 608.0 138.0 470.0 261.8 260.6 2.2 189.0 335.2 | 81.6 0.764 0.756 29.05
week4 47.0 574.2 132.2 442.0 258.0 248.8 2.2 179.6 329.2 | 63.2 0.762 0.754 27.90

avgerage 49.5 593.2 132.0 461.2 255.7 252.0 2.7 183.5 325.7 | 81.4 0.769 0.761 27.91

Table 4.2: The average instance data per week (Mon-Fri) are shown. First, the number of

vehicles, the total number of requests, the number of static and dynamic requests, the number of

outbound and inbound requests, the number of low and medium priority requests, the number

of high priority requests with the part of immediate requests, the degree of dynamism (dod)
respectively, the e�ective degree of dynamism (edodtw), and the average reaction time(wr).

The service time for each location in the instances is an average value of the service

times in the historical data, aggregated according to pickup and delivery location and the

transportation mode of a request. The average service time at pickup locations is 16.83

minutes, while the average service time at delivery location is 13.42 minutes. Note, that

these aggregated average service times are used in the optimization algorithm, while the

actual service times for each location are only available in the simulator module. In this

way, a set of experiments can be run where the actual service time in the real-world (digital

twin) may di�er from the planned service times. Figure 4.5b depicts the occurrence

of the actual service times of all historical requests regarding the type (P pickup, D

delivery) and the transportation mode (I internal, L lying, S seated, W wheelchair, M with

company, O without company). Furthermore, each pickup and delivery location is given

by geographic coordinates in the area of Vienna. The travel time between two locations

is computed by Ariadne, a routing tool proposed in Prandtstetter et al. (2013). We

veri�ed in previous analyses, that the travel speed of those vehicles which are responsible

for patient transports (in contrast to emergency calls) corresponds to the regular travel

speed in Vienna. The available �eet is gathered from the historical data and the vehicles

are based at 6 di�erent depots. Each vehicle has assigned either a shift from 6 a.m. until

2.30 p.m. or a shift from 7 a.m. until 7 p.m., and an assigned time window within the

lunch break must be held.

In addition to the instances, the generation of samples for the SVNS algorithm is necessary.

Each sample Z consists of s scenarios and the number of requests for each pair of districts

per hours is gathered from the stochastic model. According to this amount, possible

future requests are generated such that a random pickup location and a random delivery

location are selected for the appropriate districts and the due time is chosen randomly

within the given hour.
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(a) Average call times and due times. (b) Average service times per transportation mode.

Figure 4.5: The two �gures illustrate the high dynamism (left) and the behavior of service times

(right) of the given problem.

4.5.2 Computational Results

In summary, the optimization algorithms di�er in the way future information is incorpo-

rated. The myopic approach (M) does not consider any future information, the 2 waiting

strategies, anticipate future information (CA and IA), and SVNS incorporates stochastic

information about future requests. SVNS variants with di�erent settings regarding the

number of scenarios s and the sample horizon Sm are considered, e.g. S.10.3, with s = 10

and Sm = 3 (in minutes). Then, three di�erent reoptimization strategies are investigated:

RF , RZ , and RN . All strategies perform a reoptimization when a new request arises,

RF reoptimizes in addition when a vehicle �nishes the service at some location, and RZ ,

when a vehicle �nishes the service at a zero split location (empty vehicle). Regarding the

dynamic events, two settings are investigated: �rst dynamic requests (DN), and second

dynamic requests and dynamic end times of services (DS).

Analysis of the SVNS

The value of incorporating stochastic information while planning strongly depends on the

sampling horizon Sm and the number of scenarios s. Based on the results in Schilde et al.

(2011) we run tests with a sample horizon of Sm = 1, 3, 5, 10, 20 minutes, and a number

of scenarios of s = 1, 10, 50. Due to the computational e�ort, we perform the analysis of

the SVNS on two days and the best settings are then used for further experiments. In

the following, we have a closer look at the performance of the SVNS and results for it are

presented in Table 4.3. The table aggregates the results according to the reoptimization

strategies (reopt), the sampling horizon (Sm), and the number of scenarios (s). The

column shak[#] shows the average number of shakings in one iteration and the column
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x

s = 1 s = 10 s = 50

reopt Sm shak saec requ std late shak saec requ std late shak saec requ std late
[#] [#] [#] [%] [m] [#] [#] [#] [%] [m] [#] [#] [#] [%] [m]

RF 1 16.8 177 0.6 4.7 1804.1 16.5 168 0.6 4.6 1714.4 14.0 148 0.6 4.5 1610.6
3 16.5 163 1.4 6.9 1714.1 14.6 149 1.3 6.9 1694.1 12.9 136 1.3 6.9 1683.0
5 15.0 153 2.4 9.3 1739.6 13.3 135 2.2 8.9 1735.3 12.0 122 2.2 8.9 1743.9
10 11.7 121 4.5 12.4 1707.3 10.1 102 4.3 12.0 1652.5 9.1 90 4.3 12.0 1721.3
20 7.8 71 7.6 12.2 1745.5 5.3 49 7.2 11.7 2016.8 4.3 40 7.2 11.6 2030.6

RZ 1 22.7 251 0.6 4.1 1958.6 22.2 237 0.6 4.1 1779.1 19.2 213 0.5 3.9 1743.6
3 21.5 231 1.3 6.5 1823.8 19.6 214 1.2 6.4 1862.2 17.7 194 1.3 6.4 1712.2
5 19.7 212 2.2 8.4 1790.8 17.2 188 2.1 8.2 1712.8 15.4 168 2.1 8.2 1807.1
10 16.2 174 4.5 12.3 1789.2 14.2 148 4.3 12.0 1680.5 12.2 129 4.3 12.0 1667.6
20 11.1 100 7.8 12.6 1720.9 7.6 71 7.4 11.9 2035.6 5.9 59 7.4 11.9 2187.7

RN 1 41.2 563 0.5 2.8 2489.0 38.5 534 0.4 2.6 2403.3 34.7 474 0.4 2.6 2308.7
3 39.0 517 0.8 4.2 2400.6 37.2 490 0.8 4.0 2171.3 32.3 435 0.8 4.0 2381.0
5 34.9 456 2.2 8.3 2251.6 29.9 407 2.1 8.0 2502.0 27.3 365 2.1 8.0 2344.9
10 30.7 409 3.9 10.5 2352.8 24.9 338 3.7 10.3 2279.6 22.8 303 3.7 10.2 2186.6
20 20.3 231 7.9 12.7 2346.4 14.1 162 7.6 11.9 2407.3 14.8 150 7.5 11.9 2718.4

Rank
Sm 1 3 5 10 20 1 3 5 10 20 1 3 5 10 20
avg. 2083.9 1979.5 1927.3 1949.7 1937.6 1965.6 1909.2 1983.4 1870.8 2153.2 1887.7 1925.4 1965.3 1858.5 2312.2

Table 4.3: Characteristics and results of di�erent settings for the SVNS are presented. It shows

the number of shakings per iteration (shak), the of SAE calculations (saec in k), the number of

requests per scenario (requ), the according standard deviation (std), and the lateness (late). All

values are the average values over all instances. The last row presents the ranking of the average

lateness over all reoptimization strategies and highlights the selection of four di�erent settings

(underlined and bold) for the SVNS for further experiments.

saec[#] shows the associated average number of SAE calculations (in k). Regarding the

reoptimization strategies, it can be seen, that these numbers increase, for example, with

strategy RF the number of SAE calculations is 177k, while with strategy RN it is 563k (for

s = 1, Sm = 1). This is less surprising, because the number of shakings strongly depends

on the average runtime per iteration, which depends on the reoptimization strategy (see

Table 4.4). On the other hand, these values decrease with increasing values of Sm and

s, since move evaluation in the SVNS is more expensive for a larger number of scenarios

and a longer sampling horizon. The next column requ shows the average number of

requests per scenario and column std shows the corresponding standard deviation. These

numbers are independent from the di�erent values of s and the di�erent reoptimization

strategies, but the average number of requests per scenario increases with an increasing

sampling horizon. This is quite obvious, but from the VNS perspective it should be

noticed that with an increasing number of requests per scenario the move evaluation

takes more time, which results in less shakings because of the time limits. Thus, the value

of incorporating stochastic information by a SVNS is accompanied by the larger number

of moves, respectively more shakings, of other algorithms. This should be noticed in
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the next Sections 4.5.2 and 4.5.2, when the performance of the SVNS is compared to

the other optimization algorithms. The last column late presents the average lateness

(primary objective) in minutes.

In order to select those settings for the SVNS which perform best, we compute the average

of the primary objective values (lateness) over the di�erent reoptimization strategies. The

values are presented in the last row (avg.) in Table 4.3. Among the �ve settings achieving

the highest average values we selected s = 10, 50 and Sm = 3, 10 for conducting further

experiments.

Analysis of Reoptimization Strategies

Background optimization (continuous optimization) has the advantage that computa-

tional power utilization is maximized, but it requires a more complex and error-prone

implementation and a well-de�ned synchronization between the current system state, and

the solution of the background optimization is essential. This set of experiments in-

vestigates the gain of the background optimization compared to a periodic optimization

(optimization algorithm is only run when a new optimization trigger is given) and the

impact of di�erent reoptimization strategies. In Table 4.4, the average results over all

instances are presented, only for the myopic approach (M), the waiting strategy (CA),

and the SVNS setting (S.10.3), since the results on the di�erent reoptimization strategies

for the other optimization algorithms are very similar. The improvement regarding the

lateness at customer locations (primary objective) is given in the column late (in %) and

the improvement regarding the travel time (secondary objective) is given in the column tt

(in %). As the results show, the extensive implementation of the background optimization

and the synchronization process is de�nitely worth the e�ort, since improvements of up

to 55% are achieved. On the other hand, this is not very surprising, because the total

runtime for an instance for the periodic optimization is much less than for the background

optimization. In the latter case the sum of the runtime for the background optimization

is about 12 hours (period where new requests arise), while in the former case it is the

number of events times 1 second, which corresponds to the speci�ed response time in our

system. The next three columns show the e�ect of the di�erent reoptimization strate-

gies. The average number of events causing a reoptimization is presented in the column

events. The average runtime (in seconds) between two events, thus the runtime of the

background optimization, is presented in the column runtime and the column shakings

presents the average number of shakings in the VNS. It shows, that the number of events

for RN (new requests cause a reoptimization) is about three times less, than for RF (new

requests and the �nish of a service cause a reoptimization). Depending on the decreasing

number of events, the runtime per iteration increases, as well as the number of shakings.
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algorithm reopt late[%] tt[%] events[#] runtime[s] shakings[#] impr_bg[m] impr_sync [m] gap [m]

M RF 44.54 6.35 782.06 74.92 50.21 1174.43 1025.48 148.95
RZ 46.16 6.44 559.36 98.77 67.12 1204.13 993.20 210.94
RN 45.63 6.12 246.95 176.89 120.58 1513.18 970.53 542.65

CA RF 49.88 6.89 781.03 74.03 54.30 1109.12 973.44 135.68
RZ 50.22 6.88 559.10 97.75 72.96 1156.80 956.99 199.82
RN 49.67 6.44 246.95 175.89 134.21 1434.97 919.68 515.29

S.10.3 RF 55.19 7.99 781.29 73.94 18.98 1136.27 1088.77 127.50
RZ 55.94 7.88 560.10 97.60 25.50 1173.14 984.57 188.57
RN 52.26 6.99 246.95 175.89 48.92 1477.65 969.65 508.00

Table 4.4: Illustrates the bene�t of applying a background optimization procedure and the

e�ect of the di�erent reoptimization strategies (reopt) for the optimization algorithms M, CA, and

S.10.3. The column late and tt show the average improvement (in %) of background optimization

compared to periodic optimization, and column runtime and shakings show the average runtime

(in seconds) and the average number of shakings per iteration. Furthermore, the improvement of

the background optimization (impr_bg) and after the synchronization (impr_sync) in minutes,

and the gap between these two, is presented.

In connection with that, the question arises about the best points of interrupting the

background optimization for reoptimization. As already mentioned, research on reopti-

mization strategies is often neglected in the literature for DVRPs, but our investigation

demonstrates the value of an appropriate reoptimization strategy.

To demonstrate the impact of di�erent reoptimization strategies in combination with a

background optimization, the last three columns in Table 4.4 compare the improvement

gained in the background optimization (impr_bg) for the three algorithms, against the

improvement after the synchronization procedure (impr_sync), for each reoptimization

strategy. The last column gap shows the di�erence between impr_bg and impr_sync.

Note, that these values are the resulting improvements for each algorithm separately,

but not the improvements over a benchmark solution. Thus, the largest improvement

after the synchronization (e.g., 1088.77 in impr_sync) does not indicate that RF applied

with S.10.3 yields the best results compared to the other algorithms. It shows, that the

reoptimization strategy RF yields the best improvement for S.10.3, compared to RZ and

RN . It can be seen, that the background optimization produces a larger improvement

�rst, but part of it is lost after the synchronization with the continuing reality. Thus,

reoptimization strategies with less events and longer runtimes (e.g., RN) obtain larger

improvements in the background optimization, but simultaneously the di�erence between

the plan and the real world increases, which causes a greater loss of the improvement

in the synchronization procedure. This comes from the fact, that in a highly dynamic

system, the background optimization and the real system state diverges strongly and

moves in the optimization are performed on route parts which are already ongoing in the
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real-world. The experimental results show, that by using reoptimization strategy RF the

largest improvements are obtained, independently of the applied optimization algorithms.

Even though the experiments and results illustrate the value of di�erent reoptimization

strategies, it should be noted, that these results strongly depend on the underlying prob-

lem and its dynamic structure. For example, in less dynamic environments, or problems

with smaller instances, or especially systems where longer parts of the routes are �xed

(e.g., more stops until the next zero split point because of larger vehicles, or the drivers

receive information about some next customers which are not allowed to be replanned) it

may be bene�cial to apply a less frequent reoptimization strategy. Another consideration

for a reoptimization strategy, respectively the runtime for the background optimization,

could be based on the diminishing returns in a heuristic search (Woodru� et al. (2011)),

such that, events triggering a reoptimization are installed according to the point when no

or only minor improvements with respect to the runtime are achieved.

Comparison of Anticipatory Algorithms for DN

Table 4.5 reports the results for the �rst variant of dynamic events, considering the oc-

currence of new transportation requests (DN). The results are the average values over

all instances, depending on the reoptimization strategies and the di�erent optimization

algorithms. The columns util and reqlate deliver a small insight into the results for the

real-world problem at the emergency medical service, whereas the other columns focus on

the objective values and the comparison of the di�erent algorithms. The �rst column is

the average utilization of the vehicles, which is the sum of the service times at customer

locations and the sum of the travel times in relation to the shift duration. It shows,

that the vehicles are working nearly to full capacity (ca. 83%). The �rst column reqLate

shows the percentage of patient requests with a late arrival and the next column shows

its according average lateness in minutes. Thus, for a bit more than a quarter of requests

a late arrival occurs, and when this is the case, the average lateness is around 8 minutes.

Considering that we deal with a real-world problem, and the fact that around 13% of

the requests are immediate requests, the results are satisfying and implementable. The

other columns are traveltime, showing the average travel time for all vehicles in minutes

(secondary objective), late showing the average lateness in minutes, overtime showing the

average overtime of all vehicles, and totallate showing the primary objective value, which

is the sum of the lateness and the overtime. The two columns gap(tt) and gap(la) show

the average improvements in solution quality of the algorithms, according to the travel

time and the total lateness, compared to the myopic approach (M). The last column

gap(R), shows the average gap of the primary objective (total lateness) for the algorithms

compared to the according results of the reoptimization strategy RF . Since the compari-
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reopt algorithm utility reqlate reqlate traveltime gap(tt) lateness overtime totallate gap(la) gap(R)
[%] [%] [m] [m] [%] [m] [m] [m] [%] [%]

RF M 83.04 29.25 8.12 6646.75 1535.11 30.28 1565.39
IA 82.99 28.44 7.94 6633.60 0.21 1456.80 25.37 1482.17 5.32
CA 82.98 28.44 7.82 6632.01 0.23 1442.39 27.04 1469.43 6.13

S.10.3 83.12 28.57 7.98 6677.54 -0.47 1480.88 28.65 1509.53 3.57
S.10.10 83.25 28.54 8.22 6716.89 -1.06 1497.41 25.98 1523.38 2.68
S.50.3 83.18 28.57 8.01 6691.10 -0.67 1481.62 31.04 1512.66 3.37
S.50.10 83.26 28.73 8.25 6726.37 -1.21 1515.42 25.75 1541.17 1.55

RZ M 83.06 29.05 8.02 6651.16 1502.38 27.94 1530.32 2.24
IA 83.03 28.30 7.78 6645.63 0.08 1413.22 26.14 *1439.36 5.94 2.89

CA 83.02 28.27 7.90 6642.42 0.13 1438.56 24.88 1463.43 4.37 0.41
S.10.3 83.18 28.35 7.90 6693.90 -0.64 1451.60 27.32 1478.92 3.36 2.03
S.10.10 83.26 28.53 8.15 6721.23 -1.07 1482.42 25.02 1507.43 1.50 1.05
S.50.3 83.18 28.41 7.97 6696.50 -0.69 1465.17 29.07 1494.24 2.36 1.22
S.50.10 83.33 28.81 8.35 6744.85 -1.42 1535.07 25.56 1560.63 -1.98 -1.26

RN M 83.25 29.96 8.22 6714.18 1573.96 30.48 1604.43 -2.49
IA 83.22 29.26 7.97 6708.19 0.09 1488.82 25.61 1514.43 5.61 -2.18
CA 83.22 29.23 8.01 6705.69 0.13 1506.67 26.59 1533.25 4.44 -4.34

S.10.3 83.39 29.69 8.15 6765.20 -0.77 1547.11 28.90 1576.01 1.77 -4.40
S.10.10 83.53 30.26 8.74 6806.14 -1.39 1678.28 30.87 1709.14 -6.53 -12.19
S.50.3 83.37 29.57 8.21 6757.37 -0.65 1556.01 29.68 1585.68 1.17 -4.83
S.50.10 83.58 30.55 8.89 6821.86 -1.61 1727.19 32.13 1759.32 -9.65 -14.15

Table 4.5: Average results for all optimization algorithms for the �rst variant of dynamic events,

considering the occurrence of dynamic requests (DN ), are presented. The di�erences between

the reoptimization strategies and the performance of the anticipatory algorithms compared to

the myopic approach are demonstrated. On the left side, characteristics of the results for the

real-world application are shown (util, reqlate), and in the right part the comparison of the

anticipatory algorithms is presented. According to the primary objective (total lateness), the

best results are obtained by the IA with the reoptimization strategy RZ .

son of di�erent algorithmic concepts are discussed, the rows in Table 4.5 are highlighted

appropriately: no �ll for the myopic approach (M), green for the waiting strategies (IA,

CA) and yellow for the results of the SVNS. The same table layout is used later on in

Table 4.6.

When comparing the results of the anticipatory algorithms to the myopic approach for

each reoptimization strategy and the dynamic setting DN , the results in Table 4.5 show,

that the waiting strategies achieve the largest improvement, presented in gap(la). The

improvement which is achieved by the waiting strategies is around 6%, and for RF the best

improvement is obtained by the CA, whereas for the other two reoptimization strategies,

the IA works best. Regarding the solution quality of the SVNS, it is shown, that the best

results are achieved with a sampling horizon of Sm = 3 minutes, for all reoptimization

strategies. And compared to the myopic approach, a small improvement for the SVNS

with Sm = 3 is registered for all reoptimization strategies, which is not the case for

Sm = 10. As already mentioned in Section 4.5.2, this can be explained by the fact

that fewer shakings are performed in the SVNS compared to the other algorithms (see

Table 4.4, column shakings), because the move evaluation (SAE calculations) in the SVNS
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is more time consuming. Another observation is, that the gap of the waiting strategies

compared to the myopic approach is almost the same for all reoptimization strategies,

while the gap for the SVNS deteriorates for reoptimization strategies with fewer triggers

for reoptimization, e.g., RZ . Note, that the results for the SVNS with Sm = 10 are worse

in general, and with the reoptimization strategy RN , they are even worse than the myopic

approach. The results in the last column indicate that the reoptimization strategy RZ

yields better results than RF , because almost all algorithms (except S.50.10) obtain better

results with the reoptimization strategy RZ . Additionally, it is shown, that the results for

all algorithms with the reoptimization strategy RN are worse than RF . This illustrates

again the impact of the di�erent reoptimization strategies and underlines the fact, that

the reoptimization strategy RN , where only new requests trigger a reoptimization, are

less suitable for our problem with a high degree of dynamism. Concluding on the results

for the dynamic settings of DN , it is shown that waiting strategies yield better results

than the SVNS and the reoptimization strategy RZ works best. More precisely, the IA

with RZ is the best setting for DN . Regarding the question about the e�ort of the

implementation, this algorithm is comparatively simple and the incorporated information

about future requests does not require a stochastic model.

Comparison of Anticipatory Algorithms for DS

In order to evaluate the performance of the anticipatory algorithms in terms of an even

higher degree of dynamism, we introduce another dynamic e�ect adapted from the given

real-world problem: dynamic end times of services (DS). Thus, besides the dynamic events

of new requests, the service times at patient locations are dynamic as well. This means

that the service times in the real-world di�er from the average service times used in the

optimization algorithms and the digital twin provides these dynamic end times of services.

The results of the according experiments are presented in Table 4.6. It shows, that the

solution quality, especially the patient convenience, is adversely a�ected by the additional

dynamic element, but it also brings disadvantages to the driver, due to the increasing

utilization and the increasing overtimes. Regarding the lateness at patient locations, the

percentage of late arrivals increase by roughly 50% (compared to the results in Table 4.5),

and additionally, the average lateness at these locations increase considerably, with an

average lateness of about 13 minutes.

The comparison of the anticipatory algorithms to the myopic approach shows, that the

waiting strategies yield signi�cantly better results than the SVNS for all reoptimization

strategies. For example, the IA achieves an improvement of 6.64% compared to the myopic

algorithm for RF , while the results for the SVNS are always (except for S.10.3 with RZ)

worse than the myopic approach. Similar to the results in Table 4.5, the SVNS with Sm =



4.5. Computational Experiments 83

reopt algorithm utility reqlate reqlate traveltime gap(tt) lateness overtime totallate gap(la) gap(R)
[%] [%] [m] [m] [%] [m] [m] [m] [%] [%]

RF M 85.77 46.99 13.60 6665.12 4012.14 193.37 4205.51
IA 85.75 45.67 13.10 6668.89 -0.06 3753.74 172.64 *3926.38 6.64

CA 85.74 46.17 13.25 6655.91 0.14 3856.18 183.77 4039.95 3.94
S.10.3 85.93 46.95 13.80 6723.86 -0.87 4113.85 182.71 4296.56 -2.17
S.10.10 86.04 47.18 14.34 6758.49 -1.38 4281.67 188.82 4470.49 -6.30
S.50.3 85.93 46.85 13.86 6725.10 -0.89 4112.11 184.65 4296.76 -2.17
S.50.10 86.12 47.16 14.82 6782.99 -1.75 4449.79 196.99 4646.78 -10.49

RZ M 85.79 47.25 13.60 6673.38 4045.27 191.94 4237.20 -0.75
IA 85.77 46.31 13.21 6674.33 -0.02 3847.58 180.18 4027.75 4.94 -2.58
CA 85.74 46.31 13.32 6667.21 0.09 3887.97 179.27 4067.24 4.01 -0.68

S.10.3 85.90 46.85 13.60 6715.07 -0.62 4025.62 179.81 4205.43 0.75 2.12
S.10.10 86.02 47.28 14.15 6754.83 -1.21 4209.98 183.06 4393.04 -3.68 1.73
S.50.3 85.94 47.13 13.74 6727.26 -0.80 4094.01 181.90 4275.91 -0.91 0.49
S.50.10 86.08 47.35 14.34 6775.26 -1.52 4266.88 187.52 4454.40 -5.13 4.14

RN M 86.05 48.82 14.24 6757.16 4342.24 195.07 4537.31 -7.89
IA 86.04 48.20 13.91 6760.36 -0.05 4186.98 189.31 4376.29 3.55 -11.46
CA 86.02 48.21 13.98 6755.14 0.03 4218.39 188.37 4406.76 2.88 -9.08

S.10.3 86.20 49.01 14.33 6808.04 -0.75 4397.71 198.48 4596.19 -1.30 -6.97
S.10.10 86.37 49.13 15.00 6865.26 -1.59 4607.48 199.33 4806.81 -5.94 -7.52
S.50.3 86.23 48.90 14.45 6816.74 -0.88 4436.22 204.06 4640.27 -2.27 -7.99
S.50.10 86.42 49.44 15.29 6878.60 -1.79 4707.69 209.57 4917.26 -8.37 -5.82

Table 4.6: Average results for all optimization algorithms for the second variant of dynamic

events, considering the occurrence of new requests and dynamic end times of services (DS),

are presented. The di�erences between the reoptimization strategies and the performance of

the anticipatory algorithms compared to the myopic approach are demonstrated. According

to the primary objective (total lateness), the best resultse are obtained by the IA with the

reoptimization strategy RF .

10 performs worst. And in contrast to the results with DN , where the gap of the solution

quality between the waiting strategies and the myopic approach is nearly the same for

all reoptimization strategies, here the gap decreases with fewer triggers for reoptimization

(e.g., with RN). Another change, compared to the results with DN , occurs concerning the

reoptimization strategies, since it turns out that RF is the best reoptimization strategy

for the algorithms with waiting strategies instead of RZ , represented by the values in

the last column gap(R). But for the SVNS, the reoptimization strategy RZ still yields

better results than RF . The worst results for all optimization algorithms are obtained

with the reoptimization strategy RN , leading to the conclusion that the higher the degree

of dynamism is, the better it is to apply a more frequently reoptimization strategy, which

ensures a smaller disagreement between the background optimization and the current

system state. One argument for the worse performance of the SVNS with DS may be

connected with the fact, that the stochastic model only considers information about future

requests and does not provide any stochastic information about the service times. This is

true, but on the other hand, incorporating all uncertainties in a real-world application in

a stochastic model is nearly impossible. For example, in our case, there are uncertainties



84 Chapter 4.

in travel times, vehicle break downs, request cancellations, to just name a few. Thus,

developing algorithms which are able to respond quickly to system changes are necessary.

4.5.3 Summary of the Experiments

Our key experimental �ndings on the performance of anticipatory algorithms applied

in a highly dynamic environment considering di�erent variants of dynamic events and

reoptimization strategies, are summarized as follows:

• The extensive implementation e�ort of the background optimization and the accord-

ingly required synchronization process is de�nitely worth the e�ort, since average

improvements of 50% are achieved regarding the primary objective (lateness).

• Reoptimization strategies with less events achieve larger improvements in the back-

ground optimization due to longer runtimes, but lose a signi�cant part of these

improvements in the synchronization procedure. Consequentially, the reoptimiza-

tion strategy RF with the highest frequency of reoptimization triggers, yields the

best results for the given highly dynamic environment, independently of the applied

optimization algorithm.

• Due to the generally short and limited runtimes in our system, the SVNS yields

best results when the sample for evaluation consists of 10 scenarios with a sampling

horizon of 3 minutes, independently of the reoptimization strategy.

• Regarding the performance of the di�erent anticipatory algorithms, it is shown that

the waiting strategies outperform the SVNS in various points. First, the waiting

strategy IA yields best results in comparison to the myopic approach, second, it deals

best with additional uncertainties, like dynamic end times of services, without a loss

in solution quality. And �nally the related implementation e�ort is considerably less.

4.6 Summary

In this chapter, a dynamic and stochastic patient transportation problem was studied.

We provided a digital twin based solution framework with continuous reoptimization,

which enables the development and analysis of di�erent optimization algorithms for vari-

ous settings for an emergency medical facility. The big advantage of such a sophisticated

framework is the possibility to investigate di�erent scenarios and strategies in a highly

dynamic environment, and totally pays o� the high implementation expense. The main

objective of our work was to develop di�erent anticipatory algorithms and to investigate

which algorithm performs best according to the conditions in the real-world application,
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such as di�erent dynamic events, short response times, and the synchronization of the

solutions with the current system state. We investigated what events in the real-world

should be consulted to trigger a reoptimization procedure. Therefore, di�erent reoptimiza-

tion strategies were implemented and analyzed. The results show, that the frequency of

reoptimization procedures is a crucial factor in such a setup, because the runtime of the

background optimization depends on it. Thus, longer runtimes led to more improve-

ment in solution quality, but with the disadvantage that the divergence of the state of

the real-world and the current best solution increased as well, and improvements from

the background optimization were lost in the synchronization process. We showed, that

the reoptimization strategy, where reoptimization is triggered by new requests and when

a service is �nished at a zero split location (RZ) performed best when dynamic events

were limited to the occurrence of new requests. But when the system had to deal with

additional dynamic events, e.g., dynamic end times of services, a more frequent reopti-

mization strategy, which is triggered by new requests and whenever a service is �nished

(RF ), yielded best results. For the comparison of anticipatory optimization algorithms,

we proposed a sample scenario approach (SVNS) and two waiting strategies (CA, IA),

and the results of the algorithms were compared to the myopic approach, which did not

incorporate any information about future requests. The motivation for comparing the

performance of sophisticated algorithms, such as the SVNS, to a simpler approach like

waiting strategies, was based on the settings of a SVNS approach in the literature for a

related problem (Schilde et al. (2011)), which indicated the good behavior of a waiting

strategy. Actually, extensive computational results showed, that these consideration is

true, since the waiting strategy IA, which includes stochastic information without the

implementation of a stochastic model, outperformed the SVNS approach in all cases.

Compared to the myopic approach, the IA achieved an improvement of almost 6% for the

setup where dynamic requests were considered, and a slightly higher improvement of 6.6%

for the case where dynamic requests and dynamic end times of services were handled. The

improvement gained by the SVNS is only 3.5% for the former case, and even worse than

the myopic approach for the latter case. Furthermore, the gap between the best results of

the IA and the SVNS increases, when the dynamism in the system increases. Thus, based

on our extensive experiments and its results, the SVNS is not an appropriate choice for a

highly dynamic environment, which requires short and limited response times.

According to the advances in machine learning approaches, future work could focus on

the application of machine learning algorithms to better learn from the historical data.

Since there are so many di�erent dynamic events in a real-world application, it could be

bene�cial to use machine learning algorithms to identify patterns and similar behavior

of patient requests and their service times, or vehicle states and operations. In order to
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enable an e�cient investigation on even more dynamic, and thus more realistic scenarios,

the enhancement of the digital twin based framework would be necessary, by incorporat-

ing more data models and including more information about state transitions. A well

implemented, well documented and public available digital twin would also have the ad-

vantage to compare various scenarios and even many di�erent solution approaches in an

e�cient and fair way. This would be a bene�t for the research community as well.
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Conclusion

In this thesis, we investigate research questions in the health logistic sector, especially in

the domain of patient transportation, called the dial-a-ride problem (DARP). We examine

approaches for the classic DARP formulation as de�ned in the literature, as well as for a

given real world problem at an emergency medical service. According to the classi�cation

of VRPs based on the information available and uncertainty, we provide insights and

solutions to three of the four classes: static and deterministic, dynamic and deterministic,

and dynamic and stochastic.

In Chapter 2 we focus on the classic DARP and we introduce dynamic programming based

algorithms to solve this problem e�ciently. The main incitation for the DP algorithm is

to provide a solution approach which does not depend on a (commercial) solver. The

exact DP algorithm is able to solve small benchmark instances with up to 24 requests to

optimality, and in order to solve larger instances, a restricted DP heuristic is proposed,

which is able to construct feasible solutions in short computational time. To obtain further

improvements, the DP algorithms are embedded into a large neighborhood search (LNS)

framework. While the exact approach is used for single route evaluation, the restricted

DP algorithm is used as construction heuristic. Additionally, a novel presented operator

uses the restricted DP as repair method, such that the solution is divided into a set of

zero split nodes, and a restricted DP algorithm is applied to this set of nodes to repair the

solution. Computational results show that the presented DP based hybrid LNS approach

is competitive with the state-of-the-art in those days, and better solutions were found for

some instances, which emphasizing the potential of our approach.

With the focus on a real-world application with historical data, the dynamic variant of the

DARP and the question about incorporating information about future events, are relevant.

While existing review articles consider either dynamic VRPs or stochastic VRPs, we

combine these two research �elds and survey the bene�t of dynamic and stochastic VRPs

in Chapter 3. Besides the taxonomy according to the available stochastic information, we
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introduce a classi�cation according to the point in time where substantial computational

e�ort for the decision process is performed. Furthermore, we analyze the solution quality

between approaches considering either purely dynamic or stochastic problems compared to

those considering dynamic and stochastic aspects. The analysis show, that an appropriate

handling of dynamic events combined with the incorporation of stochastic information

typically yield better results than the pure a-priori, respectively, myopic approaches.

In Chapter 4, we return to the topic of a real world patient transportation problem mod-

eled as a dynamic and stochastic DARP. First we present a variable neighborhood search

(VNS) based algorithm, which provides solutions for a rich DARP, to cover all require-

ments from the real world problem, and which takes dynamic requests into account. Then,

we introduce di�erent anticipatory algorithms, incorporating information about possible

future requests: a sample scenario planning approach (SVNS) and two waiting strategies,

to investigate, whether sophisticated algorithms, like a SVNS, or simpler approaches like

waiting strategies, are more bene�cial. In order to enable an extensive testing of the

proposed algorithms, we implemented a digital twin based framework. Investigation on

di�erent reoptimization strategies show, that the frequency of reoptimization procedures

is a crucial factor, since it in�uences the runtime of the background optimization. For the

problem at hand, we identify the best working reoptimization strategy, depending on the

considered dynamic events. Furthermore, the anticipatory algorithms are compared to the

myopic counterpart, and results show, that the waiting strategies outperform the SVNS

algorithm for the problem at hand. And it is shown, that the performance of the waiting

strategies compared to the SVNS, is even better in an increasing dynamic environment.

Summarizing, in this book we present solution approaches for the patient transportation

problem, for one the classic formulation from the literature, for other a real world problem

at an emergency medical service. And in order to solve the real world problem e�ciently,

our research has a strong focus on dynamic and stochastic problems. The outcome shows,

that an appropriate handling of dynamic events, like background optimization and reop-

timization strategies, and the incorporation of future requests leads to improvements in

solution quality compared to the solutions of the myopic approach.

Future research could investigate the bene�t of machine learning techniques to better

learn from historical data. Since there are many di�erent dynamic events in real world

applications, it could be bene�cial to use machine learning techniques to identify patterns

and similar behavior of requests and vehicle states. This comes along with the enhance-

ment of the digital twin based framework. Furthermore, a well documented and public

available digital twin brings the advantage to compare various scenarios and many di�er-

ent solution approaches in an e�cient and fair way. This would be advantageous for the

research community as well.
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Abstract

The health care and health logistics sector experience strong growth recently and the re-

search in this �eld is very wide. In this book, we consider one domain out of it and focus

on patient transportation, which is mainly the transportation of elderly, disabled and ill

persons and referred as the dial-a-ride-problem (DARP) in the literature. Solution ap-

proaches for this problem class are presented, once for the classic DARP formulation and

another for a real world problem at an emergency medical service. In order to solve the

real world problem e�ciently, our research has a strong focus on dynamic and stochastic

transportation problems. Relevant recent literature for this problem class is collected and

classi�ed, and it is demonstrated that an appropriate handling of dynamic events com-

bined with the incorporation of stochastic information about future events typically yield

better results compared to myopic, respectively a-priori approaches. For the real world

problem at hand, we propose di�erent anticipatory algorithms and investigate which algo-

rithm performs best according to the given settings in a real world application, such as the

number and types of dynamic events, appropriate response times, and the synchronization

of data. In order to test the behavior of the algorithms, and analyze the performance of

them, we apply the concept of a digital twin. The implemented anticipatory algorithms

for comparison are a sample scenario planning approach and two waiting strategies, and

the question of the value of more sophisticated algorithms compared to algorithms with

less computational e�ort, is investigated. The experimental results show, that solution

quality bene�ts from incorporating future information about requests, and that simple

waiting strategies are most suitable for such a highly dynamic environment.





Zusammenfassung

Humanitäre Hilfe und Logistik im Gesundheitswesen gewinnen immer mehr an Bedeu-

tung, und die wissenschaftliche Arbeit an diesen Themen wächst und ist sehr weitläu�g.

In diesem Buch konzentrieren wir uns auf ein Problem aus diesem Forschungsgebiet, den

Krankentransporten. Dieses Problem befasst sich mit dem Transport von kranken oder

in ihrer Mobilität eingeschränkten Personen. In der Fachliteratur wird dieses Problem

als dial-a-ride Problem bezeichnet. Wir präsentieren unterschiedliche Lösungsverfahren

für diese Problemklasse: einmal für die klassische Formulierung aus der Literatur und

einmal für eine reale Problemstellung eines Rettungsdienstes. Um eine e�ziente Prob-

lemlösung zu erzielen, fokusiert sich unsere wissenschaftliche Arbeit stark auf dynamische

und stochastische Transportprobleme. Dazu haben wir die bestehende Fachliteratur kat-

egorisiert und in einer Zusammenfassung gezeigt, dass die Kombination von dynamischen

Ereignissen und das Einbinden von stochastischer Information von zukünftigen Ereignis-

sen, im Vergleich zu den myopischen Lösungsverfahren, in der Regel zu besseren Ergeb-

nissen führt. Weiters studieren wir verschiedene antizipative Algorithmen für das reale

Krankentransportproblem, und untersuchen welche Algorithmen für die Gegebenheiten,

wie zum Beispiel verschiedene dynamische Ereignisse, kurze Antwortzeiten und die Syn-

chronisation der Daten, am Besten geeignet sind. Die Analyse der Algorithmen erfolgt in

einem Framework basierend auf dem Konzept eines digitalen Zwillings, welcher die echte

Welt repräsentiert. Es wird untersucht, ob die Implementierung von einem technisch

aufwendigeren Ansatz im Vergleich zu einer einfacheren Strategie zu Wartezeiten, auch

den entsprechenden Mehrwert in der Lösungsqualität liefert. Basierend auf unseren Ergeb-

nissen können wir zeigen, dass die Berücksichtigung von stochastischer Information von

Transportanfragen eine Steigerung der Lösungsqualität bringt, und dass mit zunehmender

Dynamik des Problems die einfachen Strategien zu Wartezeiten bessere Ergebnisse liefern,

als ein technisch aufwendigerer Lösungsalgorithmus.
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